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Abstract

Generative artificial intelligence (GenAl) represents the proliferation of data, while blockchain
represents data scarcity. These two technologies can balance and check each other. Yet,
policymakers have been considering GenAl risks in a silo without considering the power of
cryptographic-proofing and blockchain technologies. Accompanying the extraordinary benefits
of GenAl are also significant new risks stemming from Al deepfakes and other types of Al-
powered fraud. This paper does not judge synthetic data generation, which can have important
economic benefits. Nonetheless, it is difficult to distinguish synthetic data from data not
produced by Al. In this paper, we examine the limitations of current approaches to mitigating
GenAl risks - primarily watermarking and traditional metadata methods that rely on self-
reporting. Then we propose a “Chains of Trust” model, which empowers authentic content
producers and consumers with the tools to establish trust to certify, verify and, therefore,
distinguish authentic content from Al-generated synthetic content. Our paper then recommends a
new personal data right - the right to certify our data as authentic. Through this paper, we
ultimately aim to introduce concepts and terminology that can be useful in the important policy
discourse on tackling Al risks without restricting innovation.

1. Introduction

Since OpenAl’s ChatGPT captured the world’s attention in 2022, we have seen a dramatic spike
in artificial intelligence (Al)-powered fraud. Fraudulent Al-enabled deepfakes? have become a

global epidemic. In one year alone from 2022 to 2023, there was a dramatic ten-fold jump in the
number of deepfakes, with North America seeing a surge of 1740%, 1530% in the APAC region,

' The views expressed here are those of the authors and do not necessarily reflect those of Digital Self Labs, Spruce
ID, the Decentralized Identity Foundation, or any other affiliated institution.

2 Deepfakes is a term that refers to “a specific kind of synthetic media where a person in an image, audio or video is
swapped with another person’s likeness.” Meredith Somers, “Deepfakes, Explained,” MIT Sloan, July 21, 2020,
https://mitsloan.mit.edu/ideas-made-to-matter/deepfakes-explained. For more reading, see also Vinu Sankar
Sadasivan, Aounon Kumar, Sriram Balasubramanian, Wenxiao Wang, and Soheil Feizi, "Can Al-Generated Text be
Reliably Detected?" arXiv, last revised February 19, 2024, https://arxiv.org/abs/2303.11156.; Jiawei Zhou, Yixuan
Zhang, Qianni Luo, Andrea G. Parker, and Munmun De Choudhury, "Synthetic Lies: Understanding AI-Generated
Misinformation and Evaluating Algorithmic and Human Solutions," Proceedings of the 2023 CHI Conference on
Human Factors in Computing Systems (CHI '23), April 19, 2023, https://doi.org/10.1145/3544548.3581318;
OpenAl, GPT-4 System Card, March 23, 2023, https://cdn.openai.com/papers/gpt-4-system-card.pdf.



780% in Europe, 450% in the MENA region, and 410% in Latin America.® In 2023, Al-powered
fraud was one of the top five identity fraud types.* Not only is Al-powered fraud affecting all
geographies, it is also attacking many different industries, especially online media, professional
services, healthcare, transportation, and video gaming — with online media seeing the greatest
increase in 2023.°

Alongside the rapid development of Al technologies, efforts are underway in research and
industry standard-setting to develop measures to mitigate Generative Al (GenAl) risks. In this
paper, we propose an approach for mitigating risks from GenAl-powered fraud and synthetic
data biases called the “Chains of Trust” model, which leverages advances in cryptography,
credentialed identity and blockchain. Before we describe the “Chains of Trust” model in Part III,
we first examine existing approaches in development for addressing GenAl risks in Part II. Part
IV explains how the Chains of Trust model can attest to data authenticity. Part V suggests
supporting policy recommendations. Part VI concludes.

IL. Existing Approaches to Mitigate GenAl Risks

Current approaches to preventing misinformation via Al-generated data (i.e., synthetic data) and
ensuring data authenticity range from embedding information within a photo indicating that it
was Al-generated (e.g. using a “watermark”®) or inserting provenance information into the
metadata of the digital media file.” These methods are highlighted by the US President’s 2023
Executive Order on Al, which calls on the National Institute of Standards and Technology of the
US Commerce Department to establish guidance for identifying and labeling synthetic content
produced by Al to address Al-enabled fraud and deception.® But while these are important first
steps, the sole reliance on self-reporting - through watermarking and metadata labeling solutions
- is insufficient as discussed below.’

3 Sumsub Research, “Global Deepfake Incidents Surge Tenfold from 2022 to 2023,” Sumsub, November 28, 2023,
https://sumsub.com/newsroom/sumsub-research-global-deepfake-incidents-surge-tenfold-from-2022-to-2023/.

4 Muhammad Usman Hadi et al., “Large Language Models: A Comprehensive Survey of Its Applications,
Challenges, Limitations, and Future Prospects,” TechRxiv 4 (November 16, 2023),
https://doi.org/10.36227/techrxiv.23589741.v4.

5 Sumsub Research, “Global Deepfake Incidents.”

6 Melissa Heikkild, "A Watermark for Chatbots Can Spot Text Written by an AL" MIT Technology Review, January
27,2023, https://www.technologyreview.com/2023/01/27/1067338/a-watermark-for-chatbots-can-spot-text-written-
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8 “EACT SHEET: President Biden Issues Executive Order on Safe, Secure, and Trustworthy Artificial Intelligence,”
The White House, October 30, 2023, https://www.whitehouse.gov/briefing-room/statements-
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1. Watermarking Approach for Al

Traditional watermarking methods, akin to placing a stamp on an image, have long been utilized
to assert the authenticity and origin of digital media. However, this approach relies on the
creating party to add the watermark. Bad actors can simply not comply. In addition, these simple
watermarks can be easily removed via basic image editing techniques, such as cropping or
airbrushing. Al models can also simply generate content without applying watermarks.

More advanced technological solutions, such as Google’s SynthID, aim to make images immune
to cropping, resizing, or airbrushing by embedding an imperceptible watermark within the pixels
of an image.'° By incorporating these imperceptible watermarks into images created by Google’s
Al diffusion model Imagen, SynthID creates a mechanism for labeling and detecting Al-
generated images. Nonetheless, SynthID “isn’t foolproof against extreme image manipulations,”
and its functions currently remain limited to images generated by Imagen, with unclear next
steps as to whether the tool will be available beyond Imagen’s pictures. !

Additionally, researchers have found that current watermarking techniques can be broken. For
instance, a study from the University of California, Santa Barbara and Carnegie Mellon found
that ““all invisible watermarks are vulnerable” to GenAl attacks—that any pixel-based invisible
watermark can be removed and new images that look similar to the original image can be
regenerated without the watermark.'? Similarly, researchers at the University of Maryland
demonstrated solutions for removing both high-perturbation and low-perturbation watermarks
(i.e. watermarks that produce notable or minimal changes to the image, respectively).'?
Moreover, the ability to generate false positives—marking human-generated images with fake
watermarks—raises further concerns about authenticity and reliability.'* As the volume of Al-
generated content continues to grow, with some estimates suggesting it could constitute up to
90% of online material by 2025, watermarking alone seems inadequate to stave off

10 Sven Gowal and Pushmeet Kohli, “Identifying AI-Generated Images with SynthID,” Google DeepMind, August
29, 2023, https://deepmind.google/discover/blog/identifying-ai-generated-images-with-synthid/.
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3 Mehrdad Saberi et al., “Robustness of Al-Image Detectors: Fundamental Limits and Practical Attacks,” arXiv,
September 29, 2023, https://arxiv.org/abs/2310.00076.

4 Mehrdad Saberi et al., “Robustness of AI-Image Detectors.”



disinformation risks.'> Further, the emergence of companies that specialize in circumventing Al
detection methods underscores the ongoing arms race between these companies and
watermarking and metadata solutions, diminishing them as standalone solutions.

2. Metadata Labeling Approach for Al

Another means of establishing the provenance of digital media is by storing creator information
and digital signatures in the metadata. However, the existing approach relies on the creator to
self-report, so bad actors can choose not to comply. Nonetheless, initiatives like the Content
Authenticity Initiative (CAI), the Project Origin Alliance, and their jointly-established technical
standards group Coalition for Content Provenance and Authenticity (C2PA), are at the forefront
of this effort.'® The Adobe-led CAI stores information, such as the content creator and edit
history, into the metadata of an image or video that anyone can view through Adobe’s Verify
website. !’

For instance, the current C2PA trust model relies on the creation of lists of trusted signers that
should be configurable by the end user, and the specification intentionally does not prescribe
how this is achieved.'® Implementations of C2PA will each have to figure out their own
authentication process—from the person inserting the metadata to each new signer who verifies
the previous claims.'® This need for trust at various levels of the authentication process means
that the C2PA standard creates a need for a trusted setup for its operations, where the signers are
known as part of a distributed list of trusted parties. One critic has noted a number of concerns
and tradeoffs with the C2PA trust model, which all seem to be related to how the trust model is
established and verified:

C2PA is based heavily on "trust" and not "trust but verify" [model]. (And definitely not
"zero trust".) With C2PA:

e We trust that the metadata accurately reflects the content. (Provenance, origin,
handling, etc.) This explicitly means trusting in the honesty of the person inserting
the metadata.

15 Alexandra Suich Bass, “Al Will Transform Every Aspect of Hollywood Storytelling,” The Economist, November
13, 2023, https://www.economist.com/the-world-ahead/2023/11/13/ai-will-transform-every-aspect-of-hollywood-
storytelling.

6 “How it works,” Content Authenticity Initiative, accessed May 4, 2024, https://contentauthenticity.org/.;
“Overview,” Project Origin, accessed May 4, 2024, https://www.originproject.info/about; “Overview,” Coalition for
Content Provenance and Authenticity, accessed May 4, 2024, https://c2pa.org/.

7 “Inspect Content to Dig Deeper,” Content Credentials, accessed May 4, 2024,
https://contentcredentials.org/verify.; Content Authenticity Initiative, “How it works.”
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We trust that each new signer verified the previous claims.

We trust that a signer didn't alter the previous claims.

We trust that the cryptographic certificate (cert) was issued by an authoritative
source.

e We trust that the metadata and cert represents an authoritative source. While the
cert allows us to validate how it was issued ("trust but verify"), it doesn't validate
who it was issued to or how it is used.

We trust the validation tools to perform a proper validation.

We trust that any bad actors who violate any of these trusts will be noticed before
causing any significant damage. (Who will notice it? We trust that there is
someone who notices, somewhere to report it, and someone who can do
something about it. And we trust that this will happen quickly, even though it
always takes years to revoke a malicious certificate authority.)°

Second, the CAI’s digital content provenance tools are open-source (licensed under Creative
Commons 4.0) but are currently available only with Adobe’s premium products as a streamlined
user experience. C2PA also uses X.509 certificates, which are designed primarily for
organizations, such as Adobe, Microsoft, Leica, etc., and requires high levels of technology
investment to ensure trusted and reliable setups of the infrastructure to conform to organizational
security standards like NIST SP 800-57 for managing cryptographic keys.?! If a certificate
expired that led to disagreement, determining the authoritative version would have to be up to
these organizations. This design means that it’s critical to have a strong governance framework
across those organizations to create a trusted root.

Third, metadata can be easily lost and is, therefore, unreliable as the sole solution for identifying
synthetic data. Most internet websites strip image metadata upon upload. Metadata can also be
manually removed or lost during the file editing or conversion process. Like watermarking,
solutions on the metadata level may be able to increase the costs to mitigate, but not completely
eliminate, the risks associated with Al deepfakes and synthetic data. In sum, the data is difficult
to trust and must be validated via non-C2PA methods, and intentional tampering cannot be
detected.??

Both watermarking and C2PA models are important, but they need to establish trust frameworks
to be useful. There is a broader ecosystem of digital credentials that encompasses everything
from mobile driver licenses, to professional certificates and beneficial ownership certification. In
the Chains of Trust model proposed in Part III, we describe how to combine these systems to
bootstrap trust within content authenticity systems like C2PA to encourage a diverse variety of

20 K rawetz, “C2PA’s Worst Case Scenario.”

21 Neal Krawetz, "Save The Date," The Hacker Factor Blog, February 5, 2024,
https://www.hackerfactor.com/blog/index.php?/archives/1019-Save-The-Date.html.
22 Krawetz, "Save The Date."



trust providers - rather than having consortiums of only large companies that can operate
complex technology infrastructure. It is also critical for the digital ecosystem - from internet
architecture to website construction down to content generation - to adopt technical standards
that prevent metadata loss, corruption and tampering in a way that does not require a singular
authority on information flows (see Part V for more discussion).

III. A New Approach to Tackling GenAl Risks: Forming “Chains of Trust” with
Unique Identifiers and Verifiable Digital Credentials

In this piece, we introduce core concepts and technical building guidelines that can be used to
extend and strengthen the metadata model. By linking it to other systems also built on digital
signatures, a comprehensive ecosystem-wide metadata model would enable compatibility and
consistency across a broad set of technology frameworks that can be used to represent attributes,
including those accepted under the EU’s eIDAS 2.0 Regulation, attributes used in the education
sector, verifiable digital credentials like the mobile driver licenses issued by some US states, and
digital attestations issued by blockchain registries.

Rather than relying only on the generators of Al content to mark their data as synthetic, we
propose a digital credential-based framework called “Chains of Trust,” which would provide
creators of original content with the tools to attest to the authenticity of their original content.
Chains of Trust also provides content consumers with the tools to differentiate authentic data
from synthetic data. Some researchers have proposed a similar approach as a way to ensure and
preserve democracy.?

The Chains of Trust is a powerful approach for authenticating original content that leverages
Unique Identifiers and Verifiable Digital Credentials, which enable an ecosystem of
participants to provide attribution of any data through cryptography, microchip security, and data
interoperability. Further, the Chains of Trust model implements the principle that users should
control their personal data and, thus, their digital identity assets (see Part V for more
discussion).>* Before we describe the Chains of Trust model, we briefly introduce and explain
Unique Identifiers and Verifiable Digital Credentials.

1. Unique Identifiers (UIDs): what are they?

23 Shrey Jain et al., "AI and Democracy’s Digital Identity Crisis," Stanford Journal of Blockchain Law & Policy,
January 2, 2024, https://stanford-jblp.pubpub.org/pub/ai-democracy-digital-identity/release/1.

24 Kaitlin Asrow, “Defining Data Rights and the Role of the Individual,” in Open Banking, ed. Linda Jeng (New
York, NY: Oxford University Press, 2022).



Unique Identifiers (UIDs) are machine-readable names used to refer to a specific entity: a
person, place, or thing in the real or digital world that can include - but are not limited to -
individuals, organizations, and literally anything from shipping containers, loT devices, drones,
websites, software packages, financial assets, to even blockchain-hosted smart contracts.?> Many
industries and agencies can create their own identifier systems, such as SKUSs in inventory
management, document numbers for natural persons, or domains for websites.?® Unlike these
traditional identifiers, UIDs are identifiers that enable the control of verifiable, self-managed
identity(ies) by the identity owner (i.e., the Subject or Issuer) and the ability for anyone to
independently verify the identity (i.e., the Verifier). The identity owner can be a person or a non-
person entity.?’

The primary industry implementation of UIDs that are consistent across disparate data sources is
W3C Decentralized Identifiers (or W3C DIDs), but others are possible as well.2® UIDs can cover
a wide range of options, including iPhone unique identifiers, blockchain addresses, company-
managed aliases, FinCEN-issued IDs, and more. UIDs can be provisioned and managed by many
different parties, including individuals. It is beyond the scope of this paper to determine who
should be UID issuers, but a UID-based system that allows for optionality would be more open
and permissionless.?’ In a more open UID system, market forces could help determine the most
efficient and useful UID issuers rather than be limited to a central issuing agency for all
identifiers.

Several solutions have been proposed to create interoperability across the different types of
UlDs, so that it is possible to make a complex digital statement such as: “Organization A owns
shipping Vessel B, but Organization C has leased the vessel.” These systems are typically based
on “universal resource identifiers” (URIs),*® which allow for a universally unique way to refer to
a specific resource. One notable example of using URIs is the technical specification: W3C

25 Bilgesu Siimer and Jessica Schroers, “The New Digital Identity Regulation Proposal and the EU Data Protection
Regime,” Center for IT & IP Law, August 26, 2021, https://www.law kuleuven.be/citip/blog/the-new-digital-
identity-regulation-proposal/.

26 DIDs can be part of an overall Unique Identifier framework. UID issuers could be the state Department of Motor
Vehicles, other government agencies, financial institutions, BigTechs, non-profits, or any other organization. It is
beyond the scope of this paper to recommend who should issue UIDs.

27 “Decentralized Identifiers (DIDs) v1.0: Core Architecture, Data Model, and Representations,” W3C, July 19,
2022, https://www.w3.org/TR/did-core/.

28 Elissa Maercklein, “The ABC’s of Decentralized Identity,” SprucelD, October 19, 2022,
https://blog.spruceid.com/the-abcs-of-decentralized-identity/. DIDs are globally-unique identifiers that are generated
or registered cryptographically for each person or non-person entity and can represent both issuers and subjects. A
DID serves as a reference linking to a DID document, similar to how a URL would be linked to a specific web
resource. A VC is a tamper-proof, cryptographically-secure form of a machine-readable credential.

29 Contrast with China’s implementation of identity.

30 Tim Berners-Lee, “Universal Resource Identifiers,” World-Wide Web Project, accessed May 12, 2024,
https://w3.org/Addressing/URL/URI_Overview.html.



Decentralized Identifiers, which can be used to bridge across UID frameworks while enabling
secure digital signing by the corresponding parties.”!

Accordingly, UIDs can be issued across both public and private sector issuers; and further
examples include:

Driver’s license numbers

Bloomberg Global IDs for assets

Patient record numbers

GS1 ID Keys

Tax IDs

Global Legal Entity Identifiers

Software package digests

Blockchain accounts

2. Verifiable Digital Credentials (VDCs): what are they?

First, Verifiable Digital Credentials (VDCs) are digital statements made by an Issuer about a
Data Subject. The Data Subject is the entity that the digital credential is about (i.e., person,
place, or thing). While in many user-centric frameworks, it is the Holder (person or non-person)
of VDCs who is able to control their data, including deciding what data to share, with whom, and
for how long.>? This means that the Holder decides which credentials to share and with whom.
Often the Data Subject and the Holder of the digital credential are the same entity. For example,
the driver holding the credential for their driver’s license is considered both the subject and
holder. Thus, for the purposes of this paper - unless otherwise specified - the term “Holder”
refers to both the Data Subject that the VDC is about and the Holder of that VDC.

Second, VDCs are credentials (or sets of claims) with cryptographically-verifiable authorship.
They must be tamper-evident, which means any alteration of the credential cannot be hidden.
VDCs utilize a generic format to provide attestations of nearly any type of claim, including
driver licenses, course certifications, employment history, financial history, social media history,
etc.,> without sharing more private data than is needed for the use case.>*

Issuers, which can be any type of organization (such as government agencies, financial
institutions, universities, employers, social media, tech firms, etc.), can issue VDCs to “Holders.”
Holders then decide to share (all or a selected subset) of their VDC content with Verifiers,

31 W3C,“Decentralized Identifiers (DIDs) v1.0.”

32 Asrow, “Defining Data Rights,” in Open Banking, ed. Linda Jeng.

33 Tim Spring, “101 Use Cases for Verifiable Credentials,” LinkedIn, December 6, 2023,
https://www.linkedin.com/pulse/101-use-cases-verifiable-credentials-indiciotech-fbwec/.

34 «“Verifiable Credentials Data Model v2.0,” W3C, April 16, 2024, https://www.w3.org/TR/vc-data-model-2.0/.



which is possible (and recommended) in a manner that is secure, privacy-preserving, and
interoperable.

Issuers can issue VDCs to express statements about their relationships with the Holder that can
be securely attributed to the Issuers in machine-readable data formats. For example, a
Department of Motor Vehicles (DMV) may state that a person is licensed to operate a vehicle
and issue a VDC in the form of a mobile driver license to the driver that makes such a statement.
In this example, the DMV is the Issuer, the mobile driver license (mDL) is the VDC, and the
driver is the Holder of the VDC in the form of an mDL.* The driver can then prove the DMV’s
statement by sharing the mDL with Verifiers (e.g., highway patrol, banks, liquor stores, etc.),
who verify that the mDL was indeed issued by the Issuer and, thus, can rely on the Issuer’s
statement to make decisions. In summary, the VDCs are attestations of the Holder’s dynamic
relationships with Issuers without having to share more private and sensitive data than necessary
to carry out the action.

Similarly, a bank can issue a VDC to its KYC’d customer that attests to the customer having a
bank account with funds above a certain threshold. The KYC’d customer can then share this
bank-issued VDC with various mortgage lenders while shopping for a home loan.*® Another
example would be of a manufacturer expressing that a specific component had passed quality
control testing via the sharing of the tester’s VDC with a distributor. This digital credentialing
process of requesting, issuing, holding, sharing, and verifying VDCs form what we call “Chains
of Trust” around the authenticity of content, regardless of the underlying technologies.

35 The Holder may also selectively share both in-person or online specific statements, such as: “they are a resident
of State A” or that “they are over 18 years old.”

36 In addition, Bank A can issue a VDC to the Holder stating that “the Holder is a KYC’d customer of Bank A.”
When Bank A is shopping for a mortgage with Bank B, Bank C and Mortgage Broker D, the Holder can share their
KYC VDC with all of the above without having to reshare all their personally-identifying information with each
financial institution.



Figure 1. Chains of Trust Model
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The Chains of Trust model enables Holders to control, manage, and present their own identity
information without reliance on centralized authorities or intermediaries. For both natural and
legal persons, this provides autonomy over their digital interactions and personal data. The
elements in this framework enable construction of the “chains of trust” that extend beyond static
single identity artifacts or pieces of content while addressing the complex and dynamic
relationships between devices, agents, and humans.

3. Role of Blockchains

Blockchains are not a necessary component of a Chains of Trust system, but they can play an
important role in acting as a “source of truth.” For example, participants can register certain
UIDs with a trust registry built on the immutable ledger of a blockchain layer. The blockchain-
powered registry can manage a permissioned set of UIDs to represent a trusted list (or many
lists) of signers, or express data schemas representing different types of digital credentials. UIDs
can even be expressed as blockchain addresses. The blockchain can also issue NFTs as UIDs.

As another example of blockchain-as-infrastructure for digital credential systems, the
timestamping functionality required by C2PA (or even a similar project more focused on
software supply chains called SCITT?7) could be readily serviced by a blockchain, allowing
anyone to see that an assertion was made at a certain point in time due to the immutability
guarantees of smart contracts. They can also serve as revocation lists that allow issuers (or even
holders) to designate the validity of certain credentials in a privacy-preserving manner.

37 “What is SCITT?”, accessed June 4, 2024, https://scitt.io/.
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With blockchain-as-infrastructure services, content creators would not have to build altogether
new infrastructure that can handle the enormous amount of digital credentials that will be issued
(it is estimated that the figure could reasonably reach trillions of new credentials per year given
the growth of digital content.*® Due to blockchains’ data persistent infrastructure and global
reach, blockchains could scale globally while their costs in the long run would track those of
falling digital compute and storage costs.

In summary, the blockchain’s immutable ledger can act as a “source of truth” about participants
who produce authentic data and about parties who play important roles in the overall operation
of the ecosystem without burdening individual issuers, holders, and verifiers.

IV.  How the Chains of Trust Model Can Ensure Content Authenticity
1. Role of Digital Signatures in the “Chains of Trust” Model

Leveraging cryptography, the Chains of Trust model leverages Public Key Infrastructure (PKI)
to authenticate users, which can be Holders, Issuers and Verifiers.* This model is intentionally
not prescriptive as to which protocol must be used for PKI to achieve interoperability, such as
X.509, OIDC Entity Statements, W3C Verifiable Credentials, or blockchains. Instead, it seeks to
equip policymakers with the vocabulary for describing how systems should be structured,
without picking the “winning” technology that must be used to implement the policy, and avoids
prematurely committing the market.

PKI uses public key cryptography to produce digital signatures so that information can be
authenticated. Only the private key is known by the owner and used for signing. The public key
is mathematically derived from the private key, is publicly available to anyone, and is used for
verifying signatures but cannot be used for signing.*’

The public key can be broadly shared and associated with the entity (via a trust framework).
Only the private key can be used to create a digital signature on the VDC, and anyone who has
the corresponding public key can authenticate that the digital signature was made by the private
key without knowing the private key.*! It is also possible to use symmetric cryptography and
zero knowledge cryptography to provide authenticity, but as most systems today are based on

38 See, Jeff Desjardins, “How Much Data is Generated Each Day?” VisualistCaptitalist (April 15, 2019);
https://www.visualcapitalist.com/how-much-data-is-generated-each-day.

39 «“What Is PKI (Public Key Infrastructure)?,” SSH, accessed May 4, 2024, https://www.ssh.com/academy/pki.

40 «“pyblic Key Infrastructure (PKI),” European Union Agency for Cybersecurity (ENISA), November 29, 2022,
https://www.enisa.europa.eu/topics/incident-response/glossary/public-key-infrastructure-pki.

41 “Understanding PKI & Digital Certificates,” RCDevs Security, June 26, 2023, https://www.rcdevs.com/glossary-
pki/.
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asymmetric cryptography (“public key cryptography”), these other approaches are out of scope
of this paper.

Thus, the identity of an entity and even of a device or thing can be confirmed by using PKI. The
Chains of Trust model allows anyone to "verify" who made the digital signature and thereby
attesting to the authenticity of the VDC. PKI enables the management of how sensitive data are
issued and shared, how identities (i.e., via their private keys) are managed for users, devices,
applications, and nearly anything - while enabling secure end-to-end encrypted communication.
This type of encryption is how many organizations today manage high-assurance security.*?

PKI also creates a tamper-evident signature, which means any alteration to the content after
signing invalidates the digital signature. For example, the Holder uses their private key, which,
for example, could be the cryptographic key stored in the secure element of the Holder’s
smartphone, to “sign” and share their VDC with a Verifier. The Verifier then uses the Holder’s
public key to verify the authenticity of the Holder’s digital signature on the VDC. This tamper-
evident signing and verification process provides Verifiers with the ability to authenticate the
origin of the digitally-signed content. This process also ensures that the Holder cannot deny the
act of having digitally-signed the VDC (i.e., non-repudiation).

It is important to note that in more recent consumer-facing applications of VDC technology, the
cryptography, digital signatures, and key management happens on a technical level that is
abstracted away from the front-end consumer user experience. Holders can have credentials
bound to their smartphone that look, upon face value, just like a typical airline boarding pass in
their smartphone wallet or airline mobile application. However, the deeper security and tamper-
evident nature of VDCs make them more resistant to GenAl mimicry or attacks.

The Chains of Trust model is also flexible enough to accommodate a range of different VDCs
with different levels of assurance. Certain VDCs, such as mDLs, may have a high level of
assurance and can be used for opening financial accounts and obtaining loans. Other VDCs, such
self-created email addresses, may have a low level of assurance and may be useful for certain use
cases like registering for an event. The components of the various identity assurance levels in
both proofing and authentication are outlined in Annex C below.

2. Using Chains of Trust Model to Certify Content Authenticity

VDCs can be included in the authentic content’s metadata, which then ties the identity of the
content creator to the content, whether the content’s a social media post or medical test results.
The content creator, identified by their UID, can issue a VDC that stores both the unique
“fingerprint,” which is a shorter version of the public key, and the digital signature of the digital

42 RCDevs Security, “Understanding PKI & Digital Certificates.”
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media file. This approach is also flexible. VDCs can include additional complex relationships or
updates to the content over time.

The content creator can also cryptographically link their UID to other identifiers, including social
media profiles, work email address, or even digital government-issued IDs, so that trust in the
content and provenance can be established (see Figure 1). For example, election misinformation
perpetuated by deepfakes of politicians on social media could be quickly debunked if campaign
videos or other content were released with associated VDCs to prove creator authenticity. VDCs
and metadata also can be recorded in a publicly-viewable history of the authentic content’s chain
of custody. Blockchain technology can be particularly useful here. It can facilitate discoverability
and a publicly-auditable history of the digital media’s chain of custody.

Content creators can then distribute the authentic content, such as a media file, along with the
VDC containing the content creator’s UID, digital signature, and digital fingerprint. Consumers
of the content can then verify the integrity of the digital signature and fingerprint thus, the
content’s provenance. In this way, Chains of Trust provides tools to honest creators and
distributors to attest to the authenticity of their content. If both the content file’s VDC and the
selected attributes of the creator’s UID and digital fingerprint are correct, then the viewer of the
media file is assured that the content has not been tampered with. Any attempt to alter or falsify
the content asset can be easily detected, as the digital media “fingerprint” would be changed.
Furthermore, impersonation attempts are prevented because fraudulent actors are unable to forge
the content creator’s UID, digital signature, and digital fingerprint.

Today, there are already many different technology standards that implement digital credentials
with the features described above. For example, W3C Verifiable Credentials and W3C
Decentralized Identifiers are commonly used together to express digital credentials in JSON-
based representations.*’ Other examples include the ISO/IEC 18013-5 mobile driver license
(“mDL”)* and the ISO/IEC 23220 mobile document (“mdoc”)* family of specifications that are
used to express and present digital credentials in CBOR-based representations and are supported
natively by platforms such as Google Wallet and Apple Wallet. The ecosystem is rapidly
evolving with new formats gaining traction, such as SD-JWT, which combines the convenience
of JSON-based formats with the ability to selectively disclose fields.*® There are several
representations built on blockchains as well, such as on-chain credential verifications created by
Coinbase, which are used by many applications to control access to regulated financial products
and services.*’

43 See, https://www.w3.org/TR/ve-data-model-2.0/

44 See, https://www.iso.org/standard/69084.html

45 See, https://www.iso.org/obp/ui/es/#iso:std:iso-iec:23220:-1:ed-1:v1:en

46 See, https://www.ietf.org/archive/id/draft-terbu-oauth-sd-jwt-vc-00.html

47 See, https://help.coinbase.com/en/coinbase/getting-started/verify-my-account/onchain-verification
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While there is yet to be a clear winning technical standard for the sharing of VDCs, there are
some formats and protocols that demonstrate varying levels of adoption and success across
different use cases. For example, many US states and EU Member States are using ISO/IEC
18013-5 to represent the mDL, while many higher education institutions are exploring W3C
Verifiable Credentials for educational certifications.

V. Supporting Policy Recommendations

Chains of Trust model can be combined with existing watermarking and C2PA metadata efforts
to create a comprehensive data provenance regime. This regime should be guided by the
following additional policy recommendations.

1. The Right to Certify Our Data as Authentic

The current slate of personal data rights, such as the right to control our data, should be extended
to include the right to certify our data as authentic*®. To exercise this new right, we need policies
that not only adopt this right to attest to the authenticity of our data but also support the
construction of the necessary Chains of Trust infrastructure.

2. Comprehensive Metadata Distribution Standards

As discussed in Part II, metadata currently can be easily lost or corrupted. To ensure that
uncorrupted and untampered metadata are attached to the content, comprehensive metadata
distribution standards should be adopted by all participants in the digital ecosystem from internet
communication to website construction and content generation. These metadata distribution
standards should be consistent with other relevant standards for UIDs and VDCs to ensure
consistency, compatibility and interoperability (i.e. eIDAS, ISO, SD-JWT, DIF, etc.).

To illustrate, content for children could have metadata containing VDCs to indicate compliance
with any number of requirements before the content can be shown to the child. Compliance can
be met by VDCs representing certification by a smart contract, an Al model, certifying

organization, or even an approval from a friend. A Chains of Trust approach would give control

48 The EU’s General Data Protection Regulation (GDPR) is the leading example of legislation that empowers
individuals with rights to control over their personal data. These rights include the right of access, the right to
rectification, the right to erasure, the right to restrict processing, the right to data portability, the right to object and
the right not to be subject to a decision based solely on automated processing. See Chapter 3, Rights of the Data
Subject, EU General Data Protection Regulation (GDPR): Regulation (EU) 2016/679 of the European Parliament
and of the Council of 27 April 2016, https://gdpr-info.eu/chapter-3/ For more reading on personal data rights, see
Asrow, “Defining Data Rights,” in Open Banking, ed. Linda Jeng.
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to the child’s parent rather than to the government, eliminating the need for a “Ministry of
Information” approach for approving content.

3. Decentralization, Open Access, and Data Minimization

Vulnerabilities under the C2PA trust model arising from disagreements over data provenance
(discussed in Part IT) could also be addressed by decentralized technologies such as blockchain.
For instance, UIDs and even VDCs can be issued by blockchains, and data provenance can be
recorded on blockchain to avoid disputes when X.509 certificates expire. The decentralized
nature of blockchain would help to ensure that key data can be trusted without relying on single
organizations, such as Adobe, Microsoft, Google, etc. Further, blockchain is more resilient and
would avoid having single points of compromise.

Finally, any Chains of Trust model should be designed to share the minimum amount of
information possible to achieve the job. All data should be traceable to a verified legal entity or
person. Content creators should be able to maintain logical control of their data, including the
management of their data’s shelf-life.*” See Annex B for more design principles.

VI. Conclusion

While existing approaches, such as watermarking, can mark Al-generated content as synthetic
data, these approaches require us to trust that the synthetic data has been properly marked by the
generator of the Al content. Our proposed Chains of Trust model empowers authentic content
creators with the right to control your data by providing them the tools to cryptographically sign
and certify their authentic data using PKI and VDCs. In turn, those of us who receive and
consume data can verify the provenance of the data and therefore its authenticity. The Chains of
Trust model not only would help to combat the growing risk of Al deepfakes and Al-powered
fraud, but it would also help us to enjoy the immense benefits that Al has to offer while
providing a foundation for a sustainable digital economy powered by Al and anchored in
personal data rights.

49 Damian Glover, Lubna Dajani, and Michael Ford, "Using Self-Sovereign Distributed IDs (DIDs) to Eliminate
Counterfeit," presentation at the Counterfeit Electronics & Materials Symposium, March 13-14, 2023, Coventry,
United Kingdom.
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Annex A.
Illustration of Digital Credentials in Action:

In this annex, we provide an overview of a digital credential architecture that can directly solve
problems and mitigate risks in GenAl by creating chains of trust. There are countless examples
of additional ways that digital credential solutions can be deployed, but the political campaign
and the healthcare use case were chosen based on their illustrative ability, wide breadth, and
potential impact on lives.

A. Political Campaign Use Case

In addition to the healthcare use case above, we describe how Chains of Trust can be applied
to content generated by a political campaign. This example illustrates the Chains of Trust using
VDCs and UIDs for the data sets the Al model is trained on, devices running the Al model, and
human actors such as the candidate, the candidate’s campaign, news and social media involved
in the process.

Use Case: Al and Political Campaign Problem - Distribution and viewing of political campaign
ads.

Overview: Political campaign produces a campaign ad, which is posted on news and social
media wallets.

Participants and Components:

1. VDC Issuers:

e Politician

e Political campaign

e Election Commission
2. Holders:

e Political Campaign Ad: Holds VDCs related to the authenticity of the political ad.
3. VDCs (or Claims):

e Data authenticity and provenance for the campaign ad.
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Figure 2: VDC inputs for ensuring authenticity of a political campaign ad

Political Campaigns issues VDC

(Optional: Politician issues VDC) Campaign Ad

VDC

Media organization verifies
Campaign Ad VDC and then
issues aVDC

Voter verifies all VDCs
attached to the ad and then
views the ad

Source: Authors
Legend: VDC issuance in blue. VDC verifications in red. Purple if both VDC issuance and verification.

Operation of Chains of Trust System

1. Political Campaign Ad Generation. The political campaign produces and generates an
ad.

2. Political Campaign Ad’s VDC issuance. Political campaign issues and attaches VDC to
metadata in the ad.

3. Politician’s VDC issuance. Politician issues and attaches VDC to the ad’s metadata
(optional).

4. Election Commission’s verification of VDCs. The Election Commission verifies the
Campaign’s VDC (optional: and the Politician’s VDC).

5. Election Commission’s VDC issuance. Political Campaign issues and attaches VDC to
the ad’s metadata (optional).

6. Ad Distribution. The political campaign distributes the campaign ad to news/social
media.

7. News/social media’s verification of VDCs. Media organizations verify the ad’s VDCs
issued by the political campaign (optional: and by the politician and the Election
Commission).

8. News/social media’s VDC issuance. Media organization issues and attaches VDC to the
ad’s metadata to indicate its intention to distribute the ad via its distribution channel or
platform (optional).
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9. Voter verification of VDCs. Voters verify ad’s VDCs issued by the political campaign
(optional: and by the politician, the Election Commission and media organizations).
10. Voter viewing. Voter views the campaign ad.

B. Healthcare Use Case

Here we describe a system where Al in the healthcare context ranging from GenAl to decision-
making systems can participate in a “data supply chain,” in which data can be tracked and traced
similar to assets in a physical supply chain to create accountability. If the system is built using
the design principles described in Annex B, then the standards should be interoperable.

Let's consider an example in the healthcare sector, involving the development and deployment of
a GenAl model for diagnosing diseases from medical images. This example illustrates the Chains
of Trust using VDCs and UIDs for the data sets the Al model is trained on, devices running the
Al model, and human actors such as doctors and patients involved in the process.

Use Case: Al Data Supply Chain in Healthcare Problem - use of “safe” Al for critical use cases
in healthcare auditability requirements, anti-bias for training data (then ability for the Al to
provide evidence of this).

Overview: A healthcare research institution has developed a GenAl model designed to diagnose
specific diseases from medical imaging. To train this model, they sourced medical images from
several hospitals, ensuring that the data is genuine and properly anonymized. The model is then
deployed on various devices in clinics and hospitals for use by doctors.

Participants and Components:

1. VDC Issuers:

e Data Providers (Hospitals): Issue VDCs for the medical images, certifying their
authenticity, privacy compliance, and patient consent.

e GenAl Model Certification Organization: Issues a VDC for the GenAl model, certifying
its performance, fairness, and ethical compliance.

e Professional Medical Associations: Issue VDCs for doctors, certifying their
qualifications, expertise in the relevant medical field, and authorization to review Al-
generated diagnoses.

2. Holders:

e Al Model: Holds VDCs related to the integrity of its training data and its certification of

performance.
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e Devices: Equipped with UIDs and VDCs, certifying their security and authorization to
run the certified AI model (e.g., diagnostic machines in hospitals)

e Doctors: Hold VDCs for their medical qualifications and specific authorization to review
and validate Al-generated diagnoses.

3. VDCs (or Claims):

Data authenticity and compliance: for the medical images used in training the AI model.
Al model's accuracy and adherence to ethical standards: as evaluated by the certification
body.
Device's authorization: to run the AI model and ensure it has not been tampered with.
Doctor’s qualification and review authorization: Specifically, a claim that the diagnosis
generated by the Al model "has been reviewed by a qualified human doctor," certifying
the doctor's expertise and the review's completion.

e Diagnosis output is issued with referenced VDCs, allowing anyone to inspect/verify and
thus enable for audits.

Figure 3. VDC Inputs for AI Healthcare Data Supply Chain

Research hospital Training Data

issues training data Certification VDC

VDC

Al model certification Medical Device Medical device
body verifies training Certification VDC issues VDC

data VDC and then
issues its VDC

Patient verifies
allVDCs
attached to
final diagnosis

Al model-generated
diagnosis VDCs

l

Medical Board Healthcare

issues doctor’s Ce”gg’g““ A Doctor verifies all VDCs and
medical license reviews Al model’s diagnosis,
VDC then issues VDC with final

diagnosis

Source: Authors
Legend: VDC issuance in blue. VDC verification in red. Purple if both issuance and verification.

Operation of Chains of Trust System

1. Data Collection to Model Training: The process begins as previously described, with
research hospitals issuing VDCs for their data sets and an Al model certification body
issuing a VDC after evaluating and certifying the GenAl model.
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2. Model Deployment and Diagnosis: The Al model, running on certified devices,
analyzes medical images and proposes a diagnosis.
3. Human Review:

o After the Al generates its diagnosis, a qualified doctor, verified through their

VCs, reviews the findings. This review process is crucial, adding a critical layer
of human expertise and judgment.

Upon agreeing with the Al's diagnosis, the doctor issues a VDC for the diagnosis,
explicitly stating that it "has been reviewed by a qualified human doctor." This
VDC is attached to the diagnosis report, providing a verifiable claim that the
diagnosis has passed through expert human review.

4. Communication to Patients: Patients are presented with the diagnosis, accompanied by
the assurance that it has been generated by a certified Al model and reviewed by a
qualified doctor. This comprehensive chain of trust ensures that patients can have
confidence in the accuracy and reliability of their diagnoses.

5. Patient Data Privacy and Consent:

O

o

Patients can use VDCs to cryptographically attest that they have provided
informed consent for their medical data to be used in training clinical LLMs.
Selective disclosure allows revealing only the required data fields,

Healthcare institutions can verify patient’s consent VDCs before incorporating
data into LLM training sets, building trust that the models do not violate data
rights or confidentiality.

As new versions of the GenAl model are released with updated training, the
model parameters and metadata can be recorded with a VDC. Hospitals can check
these VDCs to ensure they are using the latest, approved LLM version for clinical
decision support.
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Annex B.
Key Design Principles for Digital Verifiable Credentials

Given the diverse set of technologies and the rapidly evolving industry, we propose a set of
design principles that can help prepare digital credential systems to mitigate risks posed by
GenAl regardless of their specific implementation-level details. In general, they should
incorporate:

e Strong adherence to principles of information minimization and automated
management of data sharing consents. By ensuring that only the necessary amount of
information is shared for the appropriate purposes, digital credential systems can remain
both compliant across data regulatory environments and attractive to private firms that
value their confidentiality. While it may be reasonable to represent digital credentials
about public content on a public blockchain for anyone to be able to verify the source of
content in question, there may be more appropriate ways to share more sensitive digital
credentials, such as the intellectual property lineage and licensing status of digital
graphics used in a media production. More sensitive yet is personally identifiable
information, readily found in mobile driver’s licenses and health benefits cards. The use
of these data should put the user in control, with the ability to selectively disclose
attributes and also automatically revoke a third party’s ability to retain their data.

e Interoperability so that digital credentials can refer to other digital credentials so they
can be “chained”.

e Use of open protocols for digital credential sharing to ensure that identity owners can
manage their own identity assets.

Support for non-person entity identifiers and anonymous or pseudonymous identifiers.
First class support for functional identity in addition to foundational identity.]

Digital credentials should share the following core features that drive functionality, regardless of
specific implementation details:

e Tamper-evident packaging. Using techniques based on cryptography such as encryption
and digital signatures, the data inside of a digital credential is protected from
unauthorized changes, meaning that it cannot be tampered or modified without being
detected by verifiers.

e Integrated into end-to-end user experiences. Digital credentials must be incorporated
into user workflows to provide the most utility to people, such as a driver showing their
mobile driver’s license or a graduate demonstrating their educational history to an
employer. This means that for many digital credentials, there must be human
understandable representations on mobile devices, websites, e-kiosks, and other digital
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displays. Other types of digital credentials may be invisible to the end user in common
usage, such as certifications that come along with a trusted software package, or an
attestation that accompanies an Al’s output certifying that it was trained on legal data sets
only. In these cases, the user may only see a change in their experience if the digital
credentials are invalid.

Automatic verification. To ensure security and efficiency, it must be convenient for
machines to verify digital credentials automatically (on the order of milliseconds) and at
scale. This allows digital credentials to be incorporated as ongoing verification checks
throughout common digital interactions such as visiting a website or using a mobile app
to add a layer of trust to those transactions.

Data interoperability. Ultimately, the data from digital credentials are consumed by
relying parties, which need to use the data and rely upon its authenticity to make
decisions, with extremely wide-ranging use cases from letting users access a website to
distributing large sums of government benefits. For the data payloads to make sense for
the relying parties, they must be interpretable by a variety of systems. Technologies such
as data schema validators, semantic web, and digital credential sharing protocols can be
used with digital credentials to help solve these interoperability problems. These tools
can also help digital credentials refer to each other and unlock use in conjunction, such as
presenting a mobile driver’s license and mobile vehicle registration in one transaction, or
presenting payment and proof of investor accreditation to open an investment account.
This is especially critical to creating chains of trust which can solve problems in GenAl
Privacy mechanisms. Digital credentials can also have privacy functionality built in,
such as the ability to share specific fields without sharing all of them. For example, many
mobile driver’s license implementations are able to share that the holder is over 18 years
of age, without disclosing other fields such as date of birth or physical address. Other
areas with built-in privacy can involve privacy-preserving revocation of digital
credentials that address “phone home” concerns, or signatures that are “un-linkable”, or
unable to serve as a unique identifier for the purposes of correlating data.

Fit within trust frameworks. Very related to data interoperability, trust frameworks are
important for the correct use of digital credentials. Trust frameworks define the rules of
the road for trustworthy credential uses. For example, it may be a requirement that
educational credentials may be issued only by accredited institutions, or that KYC-related
credentials issued by regulated entities in the financial services industry. This
requirement for pre-selected issuers, allowed data schemas, and even appropriate requests
from verifiers can be represented in a machine-readable trust framework, and adopted by
issuers, holders, and verifiers in their respective systems. A trust framework can be built
on contractual arrangements or laws.
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Annex C.

Figure 3. An Illustration of Identity Assurance Levels
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authentication
protocol.

Source: NIST Digital Identity Guidelines’

50 paul A. Grassi, Michael E. Garcia, and James L. Fenton, NIST Special Publication 800-63-3 Digital Identity
Guidelines (Gaithersburg, MD: National Institute of Standards and Technology, 2017), October 16, 2023,
https://pages.nist.gov/800-63-3/sp800-63-3.html.
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