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Executive Summary 

Financial institutions increasingly rely on machine learning to decide who receives credit, at what price, and on 
what terms. Regulators on both sides of the Atlantic—through the EU AI Act's conformity-assessment regime and 
GDPR Article 22's restrictions on automated decision-making—are now asking institutions to prove, not merely 
assert, that these systems are non-discriminatory. Today's audit toolkit is not built for that burden of proof. 
Standard fairness metrics measure statistical correlation, not causation, and cannot distinguish a lawful disparity 
(say, one driven by income) from an unlawful one (one driven by gender or a proxy for it). Explainability tools such 
as SHAP and LIME can be selected after the fact to make a model look better than it is. And most audit logs are 
simply institutional records that could, in principle, be edited after the fact. 

This paper introduces Causal Evidentiary Governance (CEG) , a framework that asks institutions to do something 
they currently are not required to do: commit publicly, before deployment, to a causal map of their model—a 
diagram of which factors are allowed to influence a decision and which are not—and then produce 
cryptographically verifiable evidence, decision by decision, that the model has honored that commitment. Central 
to the framework is a new metric, the Causal Harm Rate (CHR) , that isolates the proportion of a model's decisions 
that are due specifically to disallowed causal pathways, such as a direct effect of gender on approval, or age acting 
as a hidden proxy for a protected characteristic. 

We assess CEG on a two-level evidence base: a synthetic population of 10,000 credit applicants whose 
demographic composition is calibrated to four years of Palestine Monetary Authority (PMA) supervisory data, and 
the widely used German Credit benchmark dataset. In both, CHR robustly separates discriminatory from benign 
paths when existing metrics—demographic parity and equalized odds—either fail to quantify the harm or deem 
fair outcomes suspicious. On the German Credit data, for example, conventional metrics understate the harm 
associated with a known discriminatory pathway by more than half. A working prototype of the evidentiary 
infrastructure processes over 4,000 signed decision records per second on commodity hardware, suggesting the 
approach is operationally viable, not merely theoretical. 

We propose CEG as a technical building block—not a legal standard—for regulators, auditors, and institutions 
trying to move fairness governance from an after-the-fact narrative to an upfront, falsifiable, and auditable 
commitment. 

 



1. The Policy Problem: Why Current Fairness Auditing Falls 
Short 

Credit decisions made by algorithms are no longer a marginal phenomenon; they are the default. Financial 
institutions process millions of loan, credit-line, and account decisions through automated or algorithm-assisted 
pipelines. As this has happened, regulatory expectations have hardened. The EU AI Act classifies creditworthiness 
assessment as a high-risk application subject to mandatory conformity assessment, technical documentation, and 
human oversight (European Parliament and Council, 2024). GDPR Article 22 restricts decisions based solely on 
automated processing and, per its Recital 71, points toward meaningful explanation as a safeguard (European 
Parliament and Council, 2016). In the United States, fair-lending law under the Equal Credit Opportunity Act 
(ECOA) and the Fair Housing Act has long required that disparate-impact claims be examined for business 
justification—a question that is, at bottom, causal: is this disparity explained by a legitimate factor, or by 
something else? (Barocas & Selbst, 2016) 

The trouble is that the tools institutions currently use to answer that question were not built to answer it. We see 
three specific deficiencies. 

Fairness Metrics Measure Association, Not Cause 

Metrics like demographic parity and equalized odds compare outcomes across groups (Chouldechova, 2017; 
Dwork et al., 2012), but a difference in outcomes can have many sources at once—some legitimate (a real 
difference in income or credit history), some illegitimate (discrimination or a proxy for a protected trait). These 
metrics cannot tell the two apart. A model can pass a demographic-parity test while still discriminating, or fail the 
test while doing nothing wrong. As Plečko and Bareinboim (2022) demonstrate, observational notions of 
discrimination can simultaneously ignore present discrimination and create false positives. 

Explainability Tools Are Chosen After the Fact 

Local explanation methods such as SHAP and LIME describe what a trained model appears to be doing (Lundberg & 
Lee, 2017; Ribeiro et al., 2016), but they make no commitment about what the model is supposed to do. An 
institution facing scrutiny can select whichever explainer produces the most favorable-looking account of its 
model's behavior, and there is no way for an outside auditor to check that account against anything the institution 
promised in advance. Veale and Binns (2017) highlight this disconnect between explanation-as-commitment versus 
explanation-as-narrative—a gap CEG is designed to close. 

Audit Logs Are Not Tamper-Evident 

In most deployed systems, the audit trail is simply what the institution says happened. Absent cryptographic 
protection, there is nothing stopping a past log entry from being altered ahead of a scheduled examination (Crosby 
& Wallach, 2009). Without an independently verifiable ledger, regulatory oversight relies on trust rather than on 
evidence. 

The Missing Ingredient: Advance Commitment 

Underlying all three problems is a single missing ingredient: institutions are never forced to commit, in advance 
and in public, to which causal factors are acceptable drivers of a credit decision and which are not. Absent that 
commitment, an institution can always retroactively reclassify a disputed factor—recasting an outcome driven by 
gender as one "really" driven by education, zip code, or family status. CEG is designed to close that gap. 



 

2. How CEG Works 

2.1 The Core Idea: Commit to a Causal Map Before You Deploy 

CEG requires a regulated institution to publish a versioned causal diagram—a directed acyclic graph (DAG) in the 
technical literature—describing how inputs to its credit model relate to one another and, ultimately, to the credit 
decision. Critically, the institution also labels each causal pathway in that diagram as either admissible (a legitimate 
basis for the decision, such as debt-to-income ratio) or inadmissible (an unlawful basis, such as a direct effect of 
gender, or an indirect effect that operates through a proxy like age or zip code standing in for a protected 
characteristic). This diagram, and its admissibility labeling, is fixed and published before the model goes into 
production. If the institution's causal assumptions later prove wrong, that is discoverable—but it cannot simply be 
redrawn to explain away an audit finding (Kusner et al., 2017; Chiappa, 2019). 

2.2 The Causal Harm Rate (CHR) 

Once a causal map is committed, CEG defines the Causal Harm Rate: the share of a model's decisions that would 
change if a protected attribute (e.g., gender) were different, holding fixed everything that flows through admissible 
pathways and letting only the disallowed pathways vary. In plain terms, CHR asks: "How much of this model's 
behavior can only be explained by the pathways we've already agreed are off-limits?" A CHR of zero means the 
model's decisions are fully explained by legitimate factors, even if it also happens to produce a raw statistical 
disparity between groups. A high CHR means a meaningful share of decisions trace back to a forbidden pathway—
direct discrimination, or discrimination routed through a proxy variable. 

This distinguishes CHR from both of the tools currently in wide use: 

• Compared with demographic parity and equalized odds, CHR responds only to disparity flowing through 
disallowed pathways—not to disparity from legitimate causes. This means CHR does not falsely flag 
institutions for outcomes that are fair by the institution's own committed standard. 

• Compared with unconstrained counterfactual fairness—a stricter causal-fairness concept from the 
academic literature that treats any dependence on a protected attribute, even through legitimate 
mediators, as a violation (Kusner et al., 2017)—CHR is deliberately narrower. It respects the institution's 
admissibility commitments rather than imposing a blanket prohibition, which avoids penalizing legitimate 
mediated effects (e.g., where gender legitimately affects income, which legitimately affects the decision). 

2.3 Decision-Evidence Packets and a Tamper-Evident Ledger 

For every credit decision, CEG generates a Decision-Evidence Packet (DEP) : a cryptographically signed record 
binding the applicant's inputs, the model's prediction, a path-specific breakdown of what drove that prediction, a 
counterfactual narrative (what would have changed had a protected attribute been different), a digest of the 
published causal diagram, and the policy version in force at the time. DEPs are batched into Merkle trees—a well-
established cryptographic structure (Merkle, 1988)—and chained together so that any attempt to alter a past 
decision record after the fact is detectable. An outside auditor can verify any single decision against the published 
ledger by checking a small number of cryptographic hashes (in our implementation, on the order of three, for a 
ledger of 10,000 records), rather than trusting the institution's self-reported log. 



This combines the causal-auditing approach of Raji et al. (2020) with the tamper-evident logging infrastructure of 
Crosby and Wallach (2009), while adding cryptographic per-decision evidence that prior work lacks. 

 

3. Empirical Validation 

3.1 A Realistic Synthetic Population, Grounded in Palestinian Supervisory Data 

To test CEG under conditions resembling a real credit market, we built a synthetic population of 10,000 loan 
applicants whose demographic composition—gender split, age distribution, and related characteristics—was 
calibrated to four years (2023–2025) of aggregate supervisory statistics published by the Palestine Monetary 
Authority, covering accounts and credit facilities across the banking system. No individual borrower data was used; 
only system-wide published aggregates informed the calibration. Within this realistic population, we constructed 
four causal scenarios by design, so that we would know the ground truth of whether—and how—discrimination 
was present: 

1. No injected bias: gender has no effect on the outcome. 
2. Legitimate mediation only: gender affects income and credit history, which in turn legitimately affect the 

decision, but gender has no forbidden direct effect. 
3. Direct discrimination: gender directly lowers the approval odds of one group, independent of any 

legitimate factor. 
4. Proxy discrimination: age is used as a stand-in for a protected characteristic, with older applicants 

penalized regardless of their legitimate credit profile. 

3.2 CHR Catches What Conventional Metrics Miss—and Doesn't Cry Wolf When 
There's Nothing There 

Three separate classifiers—gradient-boosted trees, logistic regression, and random forest—were trained on each 
of the four scenarios. The results were consistent (see Table 1). 

Table 1: CHR and approval rates by graph variant (XGBoost, test split, n=2,000) 

Variant CHR [95% CI] Male Approval Female Approval 

No bias 0.012 [0.008, 0.018] 32.1% 25.5% 

Legitimate mediation only 0.000 [0.000, 0.000] 32.1% 25.5% 

Direct discrimination 0.430 [0.419, 0.441] 45.0% 16.3% 

Proxy discrimination 0.386 [0.374, 0.397] 30.6% 20.9% 

Key findings: 

• When there was no bias, or bias operated only through legitimate channels, CHR correctly registered at 
or near zero. Demographic parity and equalized odds, by contrast, registered roughly the same level of 



disparity in the legitimate-mediation scenario as in the no-bias scenario—meaning these conventional 
metrics cannot tell a lawful outcome from an unlawful one. 

• When direct discrimination was present, CHR rose sharply to 0.43, exceeding both demographic parity 
(0.29) and equalized odds (0.18)—meaning CHR captured more of the true harm than the tools currently 
in standard use. 

• When discrimination was routed through a proxy variable (age), CHR again correctly flagged the harm 
(0.39), while demographic parity (0.10) and equalized odds (0.07) substantially understated it. 

• A stricter causal-fairness benchmark from the academic literature (unconstrained counterfactual 
fairness) flagged the legitimate-mediation scenario as non-compliant, which would have meant 
sanctioning an institution for outcomes it had done nothing wrong to produce. CHR avoided this false 
positive because it respects the institution's advance commitment about which pathways are legitimate. 

We also stress-tested the framework's dependence on getting the causal map right. When we deliberately 
removed the disallowed pathway from the committed diagram—simulating an institution that mis-specifies, 
whether carelessly or deliberately, its causal model—CHR's ability to detect the underlying discrimination 
collapsed (CHR dropped to 0.012). This underscores that the integrity of CHR depends on the integrity of the 
underlying causal commitment, and that expert review of that commitment is not optional. By contrast, adding an 
extraneous, spurious pathway to the diagram had only a marginal effect on CHR (rising to 0.445), suggesting the 
metric is relatively robust to over-inclusive causal modeling. 

To address the concern that these results might be an artifact of unmeasured factors the model does not observe, 
we additionally tested CHR's robustness to hidden confounding by introducing a simulated unmeasured variable of 
increasing strength (Kilbertus et al., 2019). Even under the most conservative setting tested (γ=1.5), CHR's lower 
confidence bound remained comfortably above the compliance threshold (τ=0.05), indicating that the "non-
compliant" finding was not an artifact of an unlucky sample or a hidden variable we failed to account for. 

3.3 Validation on the German Credit Benchmark 

To confirm these findings were not an artifact of our synthetic design, we repeated the exercise on the widely used 
Statlog German Credit dataset (1,000 real loan applicants, sex as the protected attribute) (Hofmann, 1994), under 
a scenario with a known forbidden direct effect. The pattern held: 

• Demographic parity gap: 0.087 

• Equalized odds gap: 0.072 

• CHR (direct path): 0.204 [0.189, 0.221] 

Conventional metrics substantially understated the harm relative to CHR, and the finding remained robust across 
the full range of confounding strengths tested (lower bound never fell below 0.172). This is the paper's central 
empirical claim in one sentence: conventional fairness metrics can systematically understate discriminatory harm 
when it is partly masked by correlated, legitimate-looking features—and a causal approach catches what they 
miss. 

3.4 Is This Operationally Realistic? 

A framework that regulators cannot expect institutions to actually run is not much use. We built and benchmarked 
a working prototype of the evidentiary pipeline on commodity server hardware (Intel Xeon E5-2690 v4, 14 cores, 
2.6 GHz, 256 GB RAM). Table 2 summarizes performance: 



Table 2: Operational performance metrics of CEG prototype 

Metric Value 

Single-thread DEP construction (ms/10k) 122.1 

Multi-thread (32 workers) throughput 4,120 DEPs/s 

Peak resident memory 94.6 MiB 

CPU utilisation (32 workers) 78% 

Merkle tree construction (ms/10k) 95 

End-to-end evidence verifiability 99.3–99.4% 

A single evidence packet can be constructed in about 0.012 milliseconds. Running with 32 parallel workers, the 
system sustains throughput above 4,000 signed decision records per second with a modest memory footprint 
(under 100 MB) and CPU utilization around 78%. End-to-end verifiability of the evidence chain held at 99.3–99.4% 
across repeated runs. In short: an institution processing a national retail credit book could plausibly run this in 
production without a meaningful performance penalty. 

 

4. Alignment with Fintech Regulatory Frameworks 

CEG is offered as a technical building block, not as legal advice or a proposed legal standard, but its design was 
informed throughout by live regulatory regimes relevant to the fintech community. 

EU AI Act (2024/1689) 

High-risk AI systems—credit scoring squarely among them—are subject to conformity assessment, technical 
documentation, and human oversight obligations (European Parliament and Council, 2024). CHR audits give risk 
stratification a causal, rather than purely correlational, foundation. Decision-Evidence Packets can serve as the 
granular, per-decision technical documentation the Act's Annex IV envisions, and the Merkle ledger structure 
speaks directly to traceability expectations. 

GDPR (2016/679) 

Article 22 restricts fully automated decision-making absent appropriate safeguards; Recital 71 and the academic 
literature on counterfactual explanation point toward meaningful, decision-specific explanation as one such 
safeguard (Wachter et al., 2018; Edwards & Veale, 2017). Because each DEP's counterfactual narrative is tied to an 
institution's attested, published causal commitments—rather than to a post-hoc explainer chosen for its favorable 
appearance—it carries stronger evidentiary weight than a SHAP or LIME explanation generated after the fact with 
no binding force. 



U.S. Fair-Lending Frameworks 

We see the same logic extending naturally to U.S. fair-lending frameworks under ECOA and the Fair Housing Act, 
where the central legal question—is a disparity explained by a legitimate business justification, or by something 
else?—is fundamentally the causal question CHR is built to answer. Corbett-Davies et al. (2017) have shown the 
cost of fairness when using associational metrics; CEG offers a path to measuring fairness in a way that respects 
legitimate business justifications while detecting unlawful discrimination. 

Basel Committee Principles for Responsible AI 

The Basel Committee's principles for responsible AI in finance emphasize transparency, explainability, and 
accountability (BCBS, 2022). CEG provides a concrete technical implementation of these principles, moving from 
aspirational statements to measurable, auditable commitments. 

 

5. Limitations and What We Are Not Claiming 

We want to be direct about where this framework's guarantees end. 

The causal map has to be right. CHR's findings are only as good as the committed causal diagram. Our own 
ablation study shows that omitting a genuinely discriminatory pathway from the diagram causes CHR to miss the 
discrimination entirely (dropping from 0.43 to 0.012). We mitigate this with structured, multi-expert elicitation of 
the diagram (with strong measured agreement between independent domain experts, Krippendorff's α = 0.81 for 
edge presence and 0.74 for admissibility) and recommend periodic mandatory review as institutions' models and 
data evolve—but this is a genuine dependency on human judgment, not a fully automated guarantee. 

Unmeasured confounding is bounded, not eliminated. Our sensitivity analysis shows the compliance finding is 
robust across a meaningful range of hidden-confounder strength (γ up to 1.5), but it cannot rule out confounding 
beyond the range tested, and no purely observational exercise can substitute for real production data. 

The evidentiary ledger currently assumes an honest issuer. Our threat model covers tamper-evidence against 
outside attackers and after-the-fact record alteration, but does not yet address a scenario in which the regulated 
institution itself is dishonest at the point of record creation. Extending the framework with verifiable computation 
or threshold-signature schemes, so that no single institutional actor can unilaterally generate a valid but false 
record, is a priority for future work (Mökander et al., 2023). 

Our empirical validation is currently limited to binary credit-approval decisions. Extending CHR and the DEP 
framework to multi-class decisions (e.g., risk tiering or pricing), survival-type outcomes (e.g., time to default), and 
unstructured inputs used in newer underwriting models is ongoing work. 

Synthetic data has limits. We calibrated our synthetic population to real supervisory aggregates and validated 
separately against a real benchmark dataset, but neither substitutes for a pilot on live, individual-level production 
data—which was outside what we could access for this study. However, we release our full implementation for 
independent testing. 

Generative AI disclosure. To help with the preparation of this work, the authors used ChatGPT (GPT-4o) to 
proofread sections of the paper for grammar and wording. No generative tool was used to create, validate, or alter 
any measurements, quantitative results, algorithms, or claims presented in this work. All technical content, 
experiments, tables, and figures were prepared and validated by the authors. 



 

6. Conclusion 

Causal Evidentiary Governance combines three ideas that are individually well established but, to our knowledge, 
have not been combined into one operational framework: causal, path-specific fairness auditing (Pearl, 2009; 
Chiappa, 2019; Plečko & Bareinboim, 2022); cryptographically signed, per-decision evidence (Veale et al., 2018); 
and tamper-evident ledgering (Crosby & Wallach, 2009; Merkle, 1988). 

In our tests, the framework's central metric, the Causal Harm Rate, more reliably isolated genuine discriminatory 
harm than the fairness metrics in standard use today—catching harm that demographic parity and equalized odds 
understated, in one benchmark by more than half, while correctly declining to flag institutions for legitimate 
outcomes. The framework proved robust to unmeasured confounding, and its dependency on correct causal 
specification was carefully characterized. A working prototype demonstrates the evidentiary infrastructure is 
operationally realistic at production-relevant scale, processing over 4,000 signed decisions per second on 
commodity hardware. 

We release our full implementation, experimental data, and evaluation scripts publicly for reproducibility and 
independent scrutiny.¹ 

Our hope is that CEG offers regulators, fintech companies, and financial institutions a concrete, technically 
grounded path away from fairness governance built on after-the-fact narrative and toward governance built on 
advance, falsifiable, and independently verifiable commitment—a shift we believe the current moment in financial 
technology regulation increasingly demands. As fintech continues to reshape global credit markets, the ability to 
provide verifiable evidence of fair decision-making is not merely a regulatory obligation but a foundation for trust 
and sustainable innovation. 
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