
1 
 

Governing Agentic Financial Services1 

Interaction models, functional architecture, and initial regulatory 
considerations 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
1 Authored by Guillermo Galicia Rabadan and Harish Natarajan 



2 
 

 

Contents 
Summary ..................................................................................................................... 3 

Introduction ................................................................................................................. 3 

Types of agentic financial interaction .............................................................................. 3 

The need for a Trusted Financial Services Perimeter for Agentic Interactions ..................... 5 

Functional architecture for agentic financial services ...................................................... 9 

Principal, Representation, and Agent Accountability .................................................. 10 

Access, Intent, and Mandate Formation .................................................................... 10 

Agent Orchestration, Interaction, and Handoff ........................................................... 11 

Runtime Trust, Risk, and Policy Control ..................................................................... 11 

Deterministic Financial Execution Infrastructure ........................................................ 12 

Outcome, State, Audit, and Redress.......................................................................... 12 

Illustrative journey across the six stages .................................................................... 13 

Initial regulatory considerations ................................................................................... 13 

Perimeter and participation ...................................................................................... 14 

Scope, mandate, and user authority.......................................................................... 15 

Transaction and execution integrity ........................................................................... 17 

Auditability, liability, interoperability, and supervision ................................................. 18 

Conclusion ................................................................................................................. 18 

 

 

 

 

 

 



3 
 

Summary 
The paper argues that agentic finance should be governed as an end-to-end chain of representation, 
delegation, interaction, validation, execution, and accountability. It first distinguishes the main interaction 
models, including principal-side, provider-side, agent-to-agent, multi-agent, and agent-to-system 
interactions. It then introduces the Trusted Financial Services Perimeter as the common trust framework 
through which participants, credentials, mandates, permissions, and transaction context can be recognized 
across institutions and systems. TACH, PIC, and verifiable credentials are presented as practical 
mechanisms for operationalizing parts of this framework. The paper then proposes a six-stage architecture 
covering principal and agent recognition, mandate formation, interaction and handoff, runtime controls, 
deterministic execution, and outcome, audit, and redress. It concludes with initial regulatory considerations 
covering participation, permissible scope, user authority, risk, execution integrity, interoperability, liability, 
and supervision. 

Introduction 
Agentic finance should be understood as a governed chain of representation, delegation, interaction, 
validation, execution, and accountability. AI agents are beginning to move beyond information and 
recommendation toward financial action. They may search for products, compare offers, negotiate terms, 
access financial data, prepare applications, initiate payments, manage recurring instructions, or coordinate 
complex workflows across merchants, platforms, financial institutions, and financial infrastructure. The key 
policy question is therefore no longer only whether AI can support better financial decisions. It is how 
authority should be created, transferred, constrained, verified, executed, and contested when agents act for 
individuals, businesses, providers, or other institutions. 

This paper proposes a functional framework for agentic financial services within a Trusted Financial 
Services Perimeter. It begins by distinguishing the main types of agent interaction, then sets out a six-stage 
architecture for governing agentic financial action end to end. It illustrates how the architecture would 
operate through a practical user journey and concludes with initial regulatory considerations for safe, 
interoperable, and accountable agentic finance. 

Types of agentic financial interaction 
Agentic financial interactions should be classified according to whom the agent represents and how 
the interaction occurs, rather than through every possible combination of agent owners. The same 
underlying AI model may be supplied by one entity, operated by another, and represent the interests of a 
third. An independent AI company may supply an agent that acts for a user. A bank may operate an agent 
that represents the bank. An ecommerce platform may provide an agent that assists the customer while still 
serving the platform’s commercial interests. The classification should therefore focus first on representation 
and interaction, while treating operator, technology provider, sector, and authority as separate attributes. 

The main interaction models are: 
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• Direct interaction. The individual or business interacts directly with a financial institution, 
merchant, platform, government entity, or other provider without an AI agent acting in the 
interaction. Digital interfaces, automated workflows, and traditional decision tools may still be 
present, but no agent independently interprets or acts on behalf of either party.  

• Principal-side agent interaction. An agent acts for an individual, business, merchant, institution, 
or government entity when interacting with a financial institution or other provider. The agent may 
be personally selected, deployed by an enterprise, or supplied by an independent AI provider. What 
defines the model is that the agent represents the principal and acts under authority granted by that 
principal.  

• Provider-side financial-sector agent interaction. An agent operated by a bank, payment service 
provider, wallet provider, lender, insurer, investment firm, Open Finance participant, or other 
financial-sector entity assists the customer within that provider’s environment. The agent may 
explain services, gather information, support onboarding, recommend products, or facilitate 
transactions. It should not be treated as acting for the customer unless the customer separately 
grants it defined authority.  

• Provider-side non-financial-sector agent interaction. An agent operated by an e-commerce 
platform, social network, marketplace, telecommunications company, operating system, super 
app, device ecosystem, or general AI provider assists the user and connects them to financial 
services. These agents may become the main entry point through which users discover, compare, 
or access financial products, even where the agent provider is not itself a regulated financial 
institution.  

• Agent-to-agent interaction. Two or more agents exchange instructions, credentials, offers, data, 
or transaction context. This may include a principal-side agent interacting with a financial institution 
agent, a principal-side agent interacting with a merchant or platform agent, a financial-sector agent 
interacting with a non-financial-sector agent, or two agents belonging to financial institutions. 
Agent-to-agent interaction may involve information exchange, negotiation, preparation, initiation, 
execution, or monitoring under defined mandates.  

• Same-principal multi-agent orchestration. Several specialized agents collaborate for the same 
principal. A business may use procurement, compliance, treasury, foreign exchange, payment, and 
reconciliation agents within one workflow. These agents may divide tasks and exchange context, 
but their combined authority should remain constrained by the principal’s policies and mandate.  

• Agent-to-system interaction. An agent interacts directly with an enterprise system, payment 
interface, data source, Open Finance API, bank API, card network, fast payment system, 
compliance service, or other financial infrastructure that does not itself contain an AI agent. This is 
likely to be common because existing financial infrastructure does not need to become agentic in 
order to receive and execute validated agent-originated instructions.  

Figure 1 - Typology of Agentic Financial Interactions 
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Representation, operation, and technology provision should be treated as distinct attributes. 

For each agentic interaction, the framework should separately identify: 

• Represented principal: the individual, business, provider, merchant, platform, government entity, 
or other party whose interests the agent serves.  

• Agent operator or deployer: the entity that configures and controls the agent instance.  

• Technology provider: the entity supplying the model, software, tools, or infrastructure.  

• Sector of the provider: financial sector, non-financial sector, government, or independent AI 
provider.  

• Agent role: advise, compare, prepare, negotiate, initiate, execute, monitor, or reconcile.  

• Authority level: the actions the agent is permitted to perform under the relevant mandate.  

• Accountable entity: the party responsible for the agent’s operation, conduct, and compliance.  

An agent presented to a customer by a bank, merchant, platform, or other provider should not 
automatically be treated as the customer’s representative. Representation should follow explicit authority 
and declared role, not merely the location of the interface. 

The need for a Trusted Financial Services Perimeter for 
Agentic Interactions 
The diversity of agentic interactions creates a need for a common trust framework across actors, 
sectors, channels, and infrastructures. The interaction models described above will not take place within 
a single application, platform, financial institution, or payment network. A principal-side agent may interact 
with an e-commerce agent, which may then communicate with a financial institution, payment service 
provider, data holder, or payment infrastructure. Several specialized agents may collaborate for one 
business, while other agents represent counterparties with different interests. Agents may also originate in 
non-financial sectors without being subject to the same governance, security, consumer protection, and 
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accountability requirements as regulated financial institutions. Without a common trust framework, each 
institution, platform, or AI provider could establish its own rules for agent identity, mandates, permissions, 
credentials, handoffs, transaction validation, and liability. This would create closed agent ecosystems, 
incompatible forms of delegation, repeated verification, uncertain authority, and gaps in accountability 
precisely where agentic services cross organizational and sectoral boundaries. 

Agentic and digital financial services require a trust framework that can operate across institutions, 
platforms, channels, and infrastructures. Financial interactions increasingly depend on identity, 
credentials, account relationships, permissions, mandates, and transaction data moving across multiple 
providers and systems. Yet these trust elements are often established separately at each touchpoint, forcing 
users and institutions to repeat verification and creating fragmented controls, inconsistent assurance, and 
gaps in accountability. A common trust framework is therefore needed to make identity, authority, claims, 
and transaction context portable and verifiable across existing financial ecosystems, while allowing each 
institution and infrastructure to retain its own operational role. 

Figure 2 - From Fragmented Trust to a Common Financial Services Trust Framework 

 

Verifiable credentials can provide the practical trust artifacts through which identity, financial-sector 
recognition, authority, and policy requirements become portable across institutions and systems. 
Building on ID Meets Instant2, foundational digital ID can anchor users and businesses to a unique and 
trusted identity, while financial institutions, payment service providers, public authorities, and other 
recognized entities can issue additional credentials confirming account ownership, customer due diligence 
status, institutional legitimacy, eligibility, mandates, authentication status, or other financial claims. When 
these credentials are issued and verified under a common financial-sector policy baseline, they can be 
reused across providers and channels without requiring trust to be recreated at each interaction. The trust 
framework would therefore combine authoritative identity roots with sector-specific recognition, assurance 
levels, issuance and verification rules, status and revocation mechanisms, liability arrangements, and 
common requirements for privacy, security, interoperability, and auditability. In this model, verifiable 
credentials do not replace foundational ID, financial regulation, or institutional due diligence. They provide 
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the portable mechanism through which trusted claims derived from those frameworks can be presented, 
checked, and relied upon across the financial ecosystem. 

TACH and the Payment Identity Credential provide a concrete  architecture for operationalizing this 
trust framework across digital identity and financial services. The Trusted Access and Credentialing Hub, 
or TACH, serves as the governed recognition and validation layer connecting foundational identity systems, 
financial institutions, payment infrastructures, and other trusted participants. It does not replace those 
systems or centralize their data. Instead, it defines how credentials and claims are issued, recognized, 
validated, updated, and revoked under a common policy and assurance framework. The Payment Identity 
Credential, or PIC, is the portable financial-sector credential through which a person or business can hold 
and present verified identity attributes together with financial claims such as account ownership, customer 
due diligence status, authentication status, payment authority, eligibility, or consent. TACH provides the 
trust, governance, and validation environment; the PIC provides the reusable credential container that 
allows those trusted claims to travel across providers, channels, and use cases. 

Figure 3 - TACH and PIC Architecture for Trusted Financial Identity and Payments Interoperability 

 

The Trusted Financial Services Perimeter is the broader realization of that common trust framework 
for the financial sector. The TFSP is a governed environment through which users, businesses, agents, 
financial institutions, merchants, platforms, credential providers, and financial infrastructures can recognize 
one another and rely on shared rules for identity, representation, mandates, permissions, assurance, status, 
revocation, transaction context, auditability, liability, and redress. It is not a new payment rail, platform, 
wallet, or identity system. Rather, it is a trust and interoperability layer that operates across existing systems 
and can support onboarding, authentication, confirmation of payee, data sharing, Open Finance, payments, 
tokenization, fraud mitigation, government payments, and other financial services where trust must move 
across institutions and channels rather than be recreated at each interaction.  

In agentic financial services, the TFSP provides the common basis for governing how agents represent 
principals and create financial consequences. It enables participants to determine who an agent 
represents, who operates it, whether it is recognized, what authority it holds, what data it may access, 
whether its mandate remains valid, and whether a proposed action is within scope. It also supports trusted 
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handoff across user-side, provider-side, and agent-to-agent interactions, while preventing information 
exchange from becoming an automatic transfer of authority. In this way, the TFSP connects agent identity, 
mandate formation, runtime validation, deterministic execution, auditability, and redress within one 
governed framework. 

The perimeter should perform the following functions: 

• Recognize participating actors. The TFSP should allow individuals, businesses, agents, AI 
providers, financial institutions, merchants, platforms, credential issuers, infrastructure operators, 
data holders, and relying parties to establish their identity and role.  

• Establish representation and accountability. The framework should distinguish the represented 
principal, agent operator, technology provider, accountable entity, sector of origin, and role 
performed in the interaction.  

• Recognize credentials, permissions, and claims. Participants should be able to present and verify 
trusted evidence concerning identity, account ownership, institutional legitimacy, regulatory status, 
agent assurance, mandates, payment authority, data permissions, and other relevant claims.  

• Govern mandates and delegation. The TFSP should establish how authority is created, 
authenticated, held, presented, verified, restricted, renewed, transferred, exhausted, suspended, 
and revoked.  

• Enable trusted interaction and handoff. Credentials, mandates, permissions, and transaction 
context should be portable across agents, providers, channels, and systems without requiring trust 
to be recreated at every step.  

• Prevent unauthorized transfer of authority. The framework should distinguish the transfer of 
information and context from the transfer of delegated authority and should apply nontransitive 
delegation by default.  

• Apply assurance and risk requirements. The TFSP should define proportionate requirements for 
participant recognition, agent integrity, user or corporate authentication, mandate strength, data 
access, and transaction validation.  

• Support runtime validation. Participants should be able to verify agent status, provider legitimacy, 
mandate scope, expiry, revocation, transaction context, risk controls, and other requirements at the 
point of action.  

• Support state, auditability, and evidence. The framework should maintain or enable access to 
sufficient evidence of mandates, executions, handoffs, decisions, revocations, and outcomes.  

• Provide a basis for liability and redress. Governance arrangements should determine the 
responsibilities of agents, operators, technology providers, financial institutions, merchants, 
platforms, credential issuers, and infrastructure operators when an interaction fails or causes harm.  



9 
 

• Enable supervision and perimeter governance. Relevant authorities and governance bodies 
should be able to establish participation criteria, certification, conformance testing, incident 
reporting, suspension, revocation, and removal from the perimeter.  

The TFSP governs the interaction without requiring all participants to use one platform or protocol. The 
perimeter should allow existing accounts, payment rails, Open Finance arrangements, enterprise systems, 
ecommerce platforms, merchant systems, and AI technologies to continue operating independently. 
Participation should depend on recognition of common trust functions and minimum capabilities rather than 
migration to a single technical infrastructure. This enables interoperability while avoiding dependence on a 
proprietary agent ecosystem, card network, AI platform, or other private arrangement. 

The TFSP is broader than any credential or technical component used to implement it. TACH, Payment 
Identity Credentials, Delegated Payment Identity Credentials, agent credentials, provider credentials, trust 
registries, key-discovery services, status services, and policy engines may help operationalize the perimeter. 
However, the TFSP also includes the rules for participation, assurance, certification, liability, supervision, 
dispute resolution, and removal. The credentials are trust artifacts; TACH is an enabling governance and 
technical mechanism; the TFSP is the full governed interaction environment. 

In agentic financial services, the TFSP is operationalized through six connected stages covering 
representation, mandate formation, agent interaction, validation, execution, and accountability. The 
TFSP should not be treated as a separate seventh stage. It surrounds and governs the full interaction. The 
six-stage architecture explains how its trust functions are applied as a specific agentic action moves from 
the identification of the principal and agent to the formation of authority, coordination across agents and 
systems, runtime validation, financial execution, and the recording and contesting of the outcome. 

Functional architecture for agentic financial services 
Agentic finance requires a functional architecture that separates representation, mandate formation, 
agent interaction, trust controls, execution, and accountability. The architecture should not assume that 
agents connect directly to financial rails with broad access. Instead, it should operate as a governed chain 
in which the principal establishes authority, agents interpret and coordinate, trust controls validate actions, 
financial infrastructure executes only validated instructions, and outcomes remain auditable and 
contestable. 

The six functional stages are set out below. 

Figure 4 - Six-Stage Architecture for Agentic Financial Services within the Trusted Financial Services 
Perimeter 
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Principal, Representation, and Agent Accountability 
The principal, representation, and agent accountability layer establishes who is participating in an 
agentic financial interaction, whose interests are being represented, and what role each AI system is 
performing. The principal may be an individual, business, merchant, financial institution, government entity, 
or another organization. The agent may be operated or deployed by that principal, a financial institution, a 
merchant, an ecommerce or social platform, an independent AI provider, or another technology provider. 
The entity supplying the underlying model or software may also differ from the entity operating the agent and 
from the principal whose interests the agent represents. The same AI system may perform different roles in 
different interactions, including advising a principal, assisting a provider, negotiating with another agent, 
preparing an instruction, or acting under delegated authority. The architecture must therefore make the 
represented principal, agent operator, accountable provider, agent identity, permitted capabilities, authority 
level, and role in the specific interaction identifiable and verifiable. An agent presented to a customer by a 
financial institution, merchant, platform, or other provider should not be treated as the customer’s agent 
merely because the customer interacts with it. It should be considered to represent the customer only 
where the customer has explicitly granted it defined authority to act on their behalf. This reflects the need 
for a clear and auditable chain of identity, intent, authority, and action, as well as a Know Your Agent 
framework that defines each agent’s identity, authority, and permitted scope.  

Access, Intent, and Mandate Formation 
The access, intent, and mandate formation layer is the point at which a principal, or an authorized 
person, function, or system acting for that principal, communicates an instruction or establishes the 
policies under which an agent may operate. This may occur through a personal AI assistant, mobile 
banking application, e-commerce platform, point of sale, website, enterprise procurement or treasury 
system, messaging service, USSD session, call center, shared device, or assisted channel. In a consumer 
context, the instruction may originate from a person. In an enterprise context, authority may derive from a 
procurement request, approved purchase order, treasury policy, corporate approval matrix, spending rule, 
standing mandate, or combination of automated policy and human approval. The access channel should 
enable the principal to understand whose agent is involved, what action is proposed, what information will 
be accessed or disclosed, what commercial or financial consequences may follow, and when further human 



11 
 

approval will be required. Where authority is delegated, the mandate should be machine readable and 
should define the purpose, permitted actions, transaction and data limits, eligible counterparties, payment 
instruments, duration, recurrence conditions, exclusions, escalation triggers, human approval 
requirements, and revocation rights. Authentication should be bound to the content and consequences of 
the mandate rather than merely confirming that the user or authorized employee was present in a particular 
application or session. The mandate should also preserve relevant intent elements such as budget, 
preferences, constraints, and commercial policies as the interaction moves across agents and systems.  

Agent Orchestration, Interaction, and Handoff 
The agent orchestration, interaction, and handoff layer governs how agents and systems exchange 
instructions, credentials, information, offers, and transaction context, whether they operate for the 
same principal or represent different parties. A principal may use one general agent, or several specialized 
agents may collaborate within the same organization, such as procurement, compliance, treasury, foreign 
exchange, payment, and reconciliation agents working together across one financial workflow. Agents may 
also interact across organizational boundaries, including a principal side agent communicating with a 
financial institution agent, merchant agent, platform agent, or nonfinancial sector agent. In other cases, an 
agent may interact directly with an enterprise system, payment interface, data source, or financial 
infrastructure that does not itself contain an AI agent. Interoperability should allow identity, preferences, 
permissions, mandates, offers, and transaction context to move across these environments without 
requiring the principal to recreate the interaction at every stage. However, the transfer of information, 
context, or workflow responsibility must not automatically transfer authority. Any handoff should preserve 
the original purpose, scope, limits, authentication evidence, transaction context, delegation chain, and 
identities of the sending and receiving agents. Delegation should therefore be nontransitive by default. An 
agent that receives information or instructions from another agent should not inherit the original agent’s 
authority unless the principal has expressly permitted redelegation and the receiving agent has been 
independently recognized and authorized. The Mastercard and Sunrate case studies illustrate this broader 
orchestration model through specialized agents that capture intent, identify suppliers, conduct compliance 
checks, recommend payment and foreign exchange options, execute payments, and reconcile outcomes 
within one connected workflow.  

Runtime Trust, Risk, and Policy Control 
The runtime trust, risk, and policy control layer evaluates proposed agentic actions at the relevant 
decision points throughout the interaction and applies a final deterministic checkpoint before 
regulated execution. It verifies the identities, roles, status, and assurance levels of the principal, agent, 
agent operator, technology provider, financial institution, merchant, platform, and other relevant 
counterparties. It confirms that the mandate is valid, unexpired, unrevoked, and within scope, and evaluates 
the proposed action against the amount, payee, product, payment instrument, data purpose, transaction 
context, commercial terms, risk limits, corporate policies, and approval requirements established by the 
principal. Controls may be required before accessing data, presenting or accepting an offer, negotiating 
terms, submitting an application, initiating a payment, modifying a recurring instruction, or committing funds. 
The layer should enforce execution counters, cumulative caps, recurrence limits, mandate exhaustion, 
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duplicate use and replay prevention, compliance checks, fraud controls, sanctions and counterparty 
screening, behavioral compliance, and escalation or renewed authorization where the proposed outcome 
materially differs from the original instruction. It should also verify the integrity and runtime status of the 
agent and confirm that its tools and capabilities remain within permitted boundaries. TACH, credential 
registries, status and revocation services, policy engines, trust registries, assurance mechanisms, and 
related governance arrangements operate at this layer. Together, they move agentic finance beyond basic 
credential sharing toward a governed model in which intent is preserved, agents are recognized, permission 
boundaries are enforced, and actions remain within clearly defined financial, commercial, and regulatory 
limits. 

Deterministic Financial Execution Infrastructure 
The deterministic financial execution infrastructure layer consists of the existing systems that 
ultimately move money, release financial data, open accounts, accept contractual terms, issue credit, 
provide insurance coverage, transfer assets, or create other regulated financial outcomes. These may 
include fast payment systems, card networks, bank and wallet account systems, Open Finance interfaces, 
payment gateways, lending and insurance platforms, enterprise resource planning and treasury systems, 
and tokenized asset arrangements. These systems do not need to contain AI agents or reproduce the 
reasoning undertaken by an agent. Instead, they should receive a verifiable agentic instruction or trusted 
authorization assertion confirming that the principal and agent have been recognized, the mandate is valid, 
the instruction is within scope, the relevant transaction context has been bound to the instruction, required 
authentication has occurred, policy and risk checks have been completed, and the specific execution has 
not already taken place. Financial infrastructure can then remain predictable and rule based, executing only 
the action that has passed the required trust and policy controls. The separation is deliberate. Agents may 
interpret instructions, collect information, compare options, negotiate, recommend, prepare applications, 
and generate payment instructions, but the infrastructure responsible for committing funds or creating 
regulated obligations should execute only a validated and uniquely identifiable instruction. The Mastercard 
and Sunrate example of an agent sourcing products, verifying approvals, generating purchase orders, and 
executing payment through an established payment network with tokenization and embedded controls 
illustrates this separation between intelligent orchestration and governed financial execution.  

Outcome, State, Audit, and Redress 
The outcome, state, audit, and redress layer records what happened after an agentic action was 
executed, rejected, interrupted, modified, or escalated and closes the operational and accountability 
loop. The result should be returned to the principal and relevant agents in a structured form linked to the 
original mandate, transaction context, authentication evidence, policy decision, execution identifier, and 
participating actors. The system should update mandate state, including whether authority remains 
available, has been partially used, has reached a cumulative or recurring limit, or has been exhausted, 
suspended, or revoked. It should also record whether the relevant product or service was delivered, whether 
the final terms matched the approved offer, whether the payment was successfully settled and reconciled, 
and whether any exception, dispute, refund, reversal, or compliance issue was identified. Sufficient 
evidence should be preserved to reconstruct what the principal requested, what each agent communicated 
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or recommended, what information and terms were presented, how a handoff occurred, what the trust layer 
validated, what the infrastructure executed, and what outcome followed. These records support 
contestability, supervision, fraud investigation, reconciliation, dispute resolution, and liability allocation. 
Responsibility should follow the actual control points in the interaction, including who designed the 
interface, supplied and operated the agent, issued or validated the credential, formed or transferred the 
mandate, requested the action, performed the policy checks, executed the transaction, could reasonably 
have prevented the harm, and benefited from the action. Outcomes may inform future recommendations 
and workflow improvements, but feedback and learning should not silently expand the agent’s authority, 
data permissions, counterparties, or permitted purposes.  

 

Illustrative journey across the six stages 
A practical journey shows how the principal, agent, financial service provider, and financial 
infrastructure interact without collapsing their roles. Consider an individual who asks a personal AI agent 
to find and purchase a laptop with at least 16 GB of memory for no more than $1,200. The user prohibits 
subscriptions, requires renewed approval above $1,100, permits a limited balance check, and authorizes 
payment from a designated bank account until the end of the day. 

Figure 5-  Six-Stage Agentic Financial Services Journey Across Users, Agents, Providers, and 
Financial Infrastructure 

 

 

Initial regulatory considerations 
Regulation should focus on the points where agents access data, bind principals, initiate actions, 
accept terms, or create regulated financial outcomes. Regulation should focus on the functions and 
control points through which agentic systems create financial consequences. Agentic activity should take 
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place within a Trusted Financial Services Perimeter that provides common rules for recognition, authority, 
validation, execution, accountability, and redress.  

The initial regulatory considerations include: 

Perimeter and participation 
• Establish a Trusted Financial Services Perimeter: Authorities should establish or recognize a 

governed trust framework in which users, businesses, agents, AI providers, platforms, merchants, 
financial institutions, credential providers, infrastructure operators, and relying parties can be 
identified, verified, authorized, and held accountable. The perimeter should govern the full six-stage 
lifecycle of agentic financial services, from principal and agent recognition, mandate formation, and 
agent interaction, through runtime validation and deterministic execution, to outcome recording, 
audit, liability, and redress. It should also establish rules for credential issuance, presentation, 
validation, status, expiry, revocation, registries, certification, conformance testing, key discovery, 
suspension, removal, and dispute resolution. 

• Require trusted agent verification: Agents should be verifiably linked to an accountable provider 
or operator. The framework should verify that the agent is legitimate, uncompromised, operating in 
an approved environment, and using permitted tools and capabilities.  

• Separate represented principal, operator, and technology provider: Regulation should 
distinguish the party whose interests the agent represents from the entity operating the agent and 
the company supplying the underlying technology. This is particularly important where agents are 
supplied by ecommerce platforms, social networks, operating systems, general AI providers, or 
other non-financial-sector entities.  

• Define when non-financial-sector agents enter the financial perimeter. A non-financial agent 
may become subject to financial-sector requirements when it accesses account data, selects or 
recommends regulated products, initiates payments, prepares or submits applications, accepts 
financial terms, routes users to providers, or performs activities that would otherwise require 
authorization, licensing, consent, or oversight.  

• Restrict access to recognized counterparties. Agents should not route users toward or execute 
through unlicensed or unauthorized financial providers. Banks, PSPs, lenders, insurers, investment 
firms, wallets, Open Finance participants, data holders, payment initiators, and credential providers 
involved in the interaction should be regulated, licensed, registered, or otherwise recognized as 
required.  

• Require agentic transparency. Users and counterparties should know whether they are interacting 
with a person, a provider-side agent, a principal-side agent, an automated delegation tool, or 
another authorized AI agent. The represented principal and commercial role of the agent should be 
disclosed.  
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Scope, mandate, and user authority 
• Define the permissible scope of agentic financial services ex-ante. The services, products, fees, 

commercial terms, features, transaction types, payment instruments, data uses, counterparties, 
and operational capabilities available through an agentic financial service should be defined and 
disclosed before the user grants authority. This ex-ante definition should establish the outer 
perimeter within which the agent may operate and should prevent the agent from introducing new 
services, charges, contractual features, recurring obligations, data uses, or financial consequences 
that were not included in the original scope. The user mandate may further narrow this perimeter, 
but it should not expand beyond the capabilities and conditions established by the provider. Any 
material change, including a new fee, product feature, payment method, credit exposure, 
subscription, data use, or provider relationship, should require renewed disclosure and 
authorization before the agent can proceed. 

This includes requiring standardized, machine-readable commercial information. Merchants, 
providers, and platforms should provide accurate structured information on prices, fees, product 
attributes, payee identity, refund rights, delivery terms, recurring charges, credit terms, and risks so 
agents can assess offers and supervisors can reconstruct what was presented and accepted.  

• Require explicit, bounded, machine-readable mandates. Agents should not be allowed to spend, 
access sensitive data, submit applications, accept offers, or contract for principals based only on 
broad consent, stored credentials, shared passwords, app access, or general terms. Mandates 
should be purpose-bound, time-bound, revocable, and specific about actions, limits, 
counterparties, instruments, data access, exclusions, and escalation conditions.  

• Ensure action only through explicit user mandate: ensuring that AI agents are not able to spend 
funds, access sensitive financial data, submit applications, accept offers or contract for users 
based only on broad terms, stored credentials, app access or general consent. This also includes 
requiring that user mandates are specific, time bound, purpose bound, revocable and machine 
readable, including clear parameters on permitted actions, transaction limits, eligible merchants or 
counterparties, permitted payment instruments, permitted data access, validity period, exclusions 
and escalation triggers. 
 
This requires asking from PSPs, networks, credential providers or other accountable entities to 
maintain sufficient state to enforce execution counters, cumulative caps, recurrence limits, 
mandate exhaustion, duplicate use prevention and real-time revocation.  
 
In addition, is key to allow reuse of credentials while requiring unique mandate execution, so that 
users, agents, platforms and financial institutions do not need to reestablish identity, account 
ownership, authorization or eligibility for every interaction, but each financial action remains 
uniquely bound to a specific mandate execution, transaction context, counterparty, amount, time, 
purpose and payment instrument. 
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• Ensure provider-mandate integrity: ensuring that merchants, platforms and other counterparties 
accepting agent originated transactions are required to ensure that the offer, checkout, payment 
request and fulfillment terms presented to the agent conform to the user mandate and are not 
misleading, manipulated, incomplete or materially different from what the agent was authorized to 
accept. In sum, honor mandate and ensure offer, checkout and fulfillment integrity. 
 
This includes protection against agent manipulation, such as preventing merchants and 
counterparties from exploiting agents through hidden terms, misleading metadata, prompt 
injection, product substitution, undisclosed recurring charges, unauthorized upsells, payee 
substitution, inflated prices, degraded refund rights or other practices that cause the agent to act 
outside the user’s mandate. 
 
It is also key to define when an AI agent’s comparison, recommendation, application preparation or 
product selection becomes regulated advice, credit intermediation, insurance distribution, 
investment activity or another regulated service. Where agents support financial product selection, 
providers should ensure appropriate suitability, affordability, disclosure and user protection 
controls. 
 

• Authentication bound to intent: ensuring that authentication is bound to the mandate content, so 
that a biometric, passkey, PIN or other authentication event does not merely confirm that the user 
was present, but confirms the specific mandate, scope, limits and consequences that the user 
approved. 

• Govern human-agent interaction. Rules should define when human approval, review, notification, 
or escalation is required; what information must be shown; what response period applies; what 
happens without a response; and how the decision is recorded. Human oversight should not rely 
only on passive notifications or after-the-fact review.  

• Apply risk tiering and assurance levels: applying proportionate controls based on the risk of the 
agentic financial action, including the value of the transaction, sensitivity of the data, reversibility of 
the action, consumer vulnerability, recurrence, credit or investment exposure, cross border nature 
and potential harm. Higher risk actions should require stronger agent assurance, stronger user 
authentication, narrower mandates, shorter validity periods, enhanced monitoring and clearer 
liability rules. 
 
This requires risk-based renewed authorization, such as requiring renewed authorization for higher 
risk scenarios, especially where the final outcome materially differs from the original mandate, 
including changes in price, merchant, payment recipient, payment rail, payment instrument, 
delivery terms, refund conditions, sensitive data use, recurring charges or credit exposure. 
 
Moreover, distinguishing and applying stronger controls as the role of the AI system moves from 
assistance and recommendation toward preparation, initiation, execution, and continuous 
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operation within agreed limits. Higher-autonomy use cases should require narrower mandates, 
stronger authentication, stronger monitoring, clearer escalation rules, more robust audit trails, and 
more explicit redress rights. 
 

• Require transaction context-binding: binding the financial instruction to the underlying 
transaction context, so that a payment, account access request, data sharing request or contractual 
acceptance can be matched against the user mandate, the merchant offer, the final checkout, the 
payee, the amount, the terms and the payment instrument used. 

• Require purpose-bound and proportionate data access. Agents should access, process, and 
disclose only the data required for the authorized purpose. Reusable credentials should support 
selective disclosure, verifier binding, purpose limitation, and protection against unnecessary 
correlation and tracking.  

Transaction and execution integrity 
• Require deterministic execution controls. AI agents may assist with search, comparison, 

recommendation, negotiation, and preparation, but final execution of payments, data sharing, 
applications, contractual acceptance, or other regulated actions should be subject to predictable, 
rule-based validation. 

• Verify mandate, credential, payee, limits, risk, and compliance before execution. Before any 
financial action is executed, the responsible provider or control layer should confirm that the agent 
and user credentials are valid, the mandate remains active and within scope, the payee and 
transaction details match the approved context, applicable limits have not been exceeded, and 
required fraud, risk, sanctions, AML/CFT, and other compliance checks have been completed. 
Execution should proceed only where all conditions are satisfied. 

• Implement agentic fraud and manipulation controls: Ensure implementation of fraud mitigation 
(prevention, detection, response and recovery) and manipulation controls for agentic financial 
activity, including controls against agent impersonation, compromised agents, fake merchants, 
prompt injection, poisoned product data, mandate replay, payee substitution, synthetic agent 
traffic, scam automation and coordinated abuse across platforms. 

• Require usable access and control points. Users should be able to understand, confirm, restrict, 
revoke, and challenge agentic actions through channels that are usable in practice, including 
smartphone, web, USSD, SMS, call center, shared-device, and assisted models.  

• Support account-based payments and Open Finance. The framework should support agents 
initiating payments from accounts and wallets and accessing permissioned financial data through 
Open Finance arrangements, rather than assuming card-only or closed-platform models.  
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Auditability, liability, interoperability, and supervision 
• Require technology-neutral interoperability. Regulation should not mandate one protocol. It 

should require minimum capabilities such as verifiable agent identity, verifiable mandates, strong 
request authentication, structured transaction data, status and revocation checking, audit trails, 
secure handoff, and clear liability.  

• Provide supervisory visibility. Supervisors should receive information on agentic incidents, fraud 
typologies, unauthorized activity, compromised agents, mandate failures, merchant manipulation, 
complaints, operational concentration, and systemic vulnerabilities. Reporting should allow 
authorities to assess risks across both financial and non-financial-sector agent providers.  

• Address conflicts of interest and agent steering. Agents should not steer principals toward 
products, providers, instruments, merchants, lenders, insurers, or investment services based on 
undisclosed commissions, self-preferencing, platform arrangements, or data advantages. Rules 
should address disclosure, suitability, fairness, and accountability for recommendations and 
selections.  

• Establish end-to-end liability and auditability. Rules should determine responsibility where an 
agent exceeds its mandate, a revoked mandate is accepted, an agent or provider acts outside scope, 
a merchant misrepresents the transaction, status is not checked, or an unauthorized counterparty 
is involved. Liability should follow the actual ability to control or prevent harm.  

• Ensure agentic actions remain contestable. Principals should be able to review, challenge, 
reverse, or seek redress where the agent exceeded its authority, the provider failed to verify the 
mandate, a merchant failed to honor the mandate, or the principal was misled.  

Conclusion 
The central challenge in agentic finance is not whether agents can act, but whether their authority can 
remain visible, bounded, portable, enforceable, and contestable throughout the full financial lifecycle. 
Agentic financial services will involve users, businesses, financial institutions, merchants, platforms, AI 
providers, and existing financial infrastructures. Agents may represent principals, providers, or 
counterparties, and interactions may move across multiple agents, channels, sectors, and systems. Safe 
agentic finance therefore requires more than agent authentication. It requires clear representation, an ex 
ante definition of the services, features, fees, data uses, and actions available through the service, and an 
explicit mandate that further narrows what the agent may do for a specific principal. Context may move 
across agents and systems, but authority should not transfer automatically. 

The Trusted Financial Services Perimeter provides the common trust framework through which this 
model can operate. The TFSP allows participants to recognize principals, agents, operators, providers, 
credentials, mandates, permissions, and transaction context under shared rules. It is not a new platform, 
payment rail, wallet, or identity system. It is the governed environment through which existing actors and 
infrastructures can interact without recreating trust at every touchpoint. Verifiable credentials, TACH, PIC, 
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registries, status services, policy engines, and other mechanisms may operationalize parts of the perimeter, 
but the TFSP also includes governance, assurance, liability, supervision, dispute resolution, and removal 
from participation. 

The six-stage architecture translates the perimeter into an end-to-end model for financial action. The 
principal and agent are first identified and their roles established. Intent is converted into a bounded 
mandate. Agents then interact and exchange context without silently transferring authority. Runtime 
controls verify identity, mandate, payee, limits, risk, and compliance. Existing financial infrastructure 
executes only a validated and uniquely identifiable instruction. Finally, the outcome is recorded, mandate 
state is updated, and the action remains subject to audit, liability, dispute resolution, and redress. 

Regulation should govern this lifecycle at the points where agentic activity creates financial 
consequences. Authorities should determine who may participate, when non-financial agents enter the 
financial perimeter, what services and capabilities may be offered, how mandates and credentials are 
recognized, when renewed authorization is required, and how execution, fraud controls, data use, liability, 
interoperability, and supervision operate. The objective should not be to mandate one technology or require 
financial infrastructure to reproduce agent reasoning. It should be to ensure that agentic actions occur within 
defined limits and that regulated outcomes are produced only through predictable and accountable 
controls. 
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