
 1 

Signed, Not Seen 
The evidence nobody is required to carry 

Alexander D. Barrett · ORCID 0009-0003-0359-3163 

 

Submitted to the DC Fintech Week 2026 Call for Papers. Topic: Agentic Commerce: Payments, 
Supervision, and Accountability. 
Working paper, August 2026. Declaration of interests: the author is a Senior Fellow at the Verida 
Charter Foundation. He holds no proprietary or financial interest in the record format described here 
and argues that its core specification should be openly and neutrally governed. 
Keywords: decision evidence arbitrage, decision evidence, portable decision record, agentic commerce, 
verification, human oversight, model versioning, correspondent banking, essential facilities, 
standardization, economic rent. 
JEL: D82, D83, G28, K21, L15. 
 

Abstract. Between September 2025 and April 2026, five specifications made identity, authority, 
intent, and payment authorization portable in agentic commerce. Read the schemas rather than the 
announcements, and the same two things are missing from every one of them: what a human did with 
a model’s output, and which model produced it. This paper argues that the absence may persist rather 
than close, because whoever supplies the format in which such a record is recognized would hold a 
position from which to charge for reliance itself. That is offered as a hypothesis and tested against 
correspondent banking, the published accounts of firms that already have verification layers, and one 
counterexample in which the users own the facility. It closes with a dated prediction and the tests that 
would prove it wrong. 

1. The stamp 

I trained as an architect before I became a researcher. The training left one habit worth the tuition. When I 
look at a system, I look for the joint. 

Consider a structural drawing. A licensed engineer stamps it. The stamp is small: a name, a license number, 
a jurisdiction, the building code edition applied, and a date. It does an enormous amount of work. 

The contractor builds from that drawing and never redoes the math. The building official issues the permit 
without reading the calculations. Neither of them trusts the engineer personally. Most have never met him. 
They look at the stamp, confirm the license was live on the date it carries, and get on with the building. 

Construction settled this in the early twentieth century, and it is worth being exact about what was settled, 
because the obvious reading is wrong. The engineer’s work did not become public. His calculations stayed 
his. What changed is that his conclusion became checkable by strangers with no particular reason to believe 
him, without seeing the working, and tied to a named person acting under a live authority at a stated moment. 

That is the trick. Not transparency. Portability. 
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Finance has nothing equivalent that travels. It has signatures, mandates, delegated authorities, approval 
records, audit trails, model governance files, and regulatory reporting of impressive volume. Each of them 
stays inside the firm that produced it, or goes to that firm’s own supervisor and no further. 

A bank clears a customer. An underwriter accepts a risk. A border officer releases a shipment. Every one 
of those calls is as consequential as the engineer’s, and not one of them arrives anywhere else in a form a 
stranger can check. 

If a contractor worked the way a correspondent bank does, he would be handed the engineer’s notebooks 
and told to form his own view. 

2. A question you can ask this week 

Before any of the argument, there is a test any reader can run, and it is worth more than the rest of this 
paper. 

Ask your claims, credit, or onboarding function how many hours it spent last quarter re-establishing facts 
another regulated firm had already established and could have proved. 

Then ask what it would have accepted as proof. 

If the first number is small, this paper is wrong, and you can stop reading. If it is large, the second answer 
is a specification, and it is the specification nobody has written down. 

3. Four institutions, one quarter 

In April 2026, the International Monetary Fund published a note on payments made by software agents. It 
found that such payments break the older model of authorization, and that what is needed instead is a 
cryptographically checkable mandate carrying scope, limits, actor identity, and permitted conditions.1 

Over the following ten weeks, three more arrived. A Deputy Governor of the Bank of England said existing 
frameworks were never built for autonomous agents. 2  The Financial Conduct Authority’s review of 
artificial intelligence in retail financial services asked for a framework setting out how agents can be 
authorized, identified and held to account, and observed that a consumer journey now runs across 
interconnected systems belonging to different firms, which makes it harder to evidence how an outcome 
was reached or to locate the source of an error.3 HM Treasury proposed a trust framework for agent 
payments built on know-your-agent protocols.4 

Four institutions, one quarter, the same missing piece. None of the four cites the others. 

They are all asking for a record of a decision that somebody else can check. Something close to such a 
record is now being built, in several places at once, by parties with strong commercial reasons to build it. 

 
1 Davidovic, S. and Tourpe, H., How Agentic AI Will Reshape Payments, IMF Note NOTE/2026/004, International Monetary Fund, April 
2026. 
2 Bank of England, “Agents of Change,” speech by Sarah Breeden, 30 June 2026. 
3 Financial Conduct Authority, AI and the Future of Retail Financial Services (the Mills Review), 6 July 2026, priority recommendation 
5, and at p. 103 on evidencing outcomes across interconnected systems. The Review expressly declines to propose an approach to digital 
verification for the United Kingdom. 
4 HM Treasury, Financial Services AI Adoption Plan, 14 July 2026, recommendation 10. 
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Whoever supplies the format ends up between everyone who needs to rely and everyone who needs to be 
relied upon. 

I will call the gap the spread, and the practice of profiting from it is decision evidence arbitrage. The rest 
of this paper is about whether that spread would close on its own, and my answer is that it might not. 

4. What is arriving, and what is not 

The claim that nobody is building portable evidence for agentic transactions is false, and a paper that doesn't 
say so first hasn't been read properly. 

Five specifications appeared between September 2025 and April 2026, and each answers a real question. 
Google’s Agent Payments Protocol can prove cryptographically that a particular key authorized a particular 
purchase. Visa’s Trusted Agent Protocol establishes, at the merchant edge, whether a request comes from 
a registered agent and whether it means to browse or to pay. Mastercard’s Verifiable Intent chains signed 
credentials to show that an agent stayed within the constraints its user signed. The Agentic Commerce 
Protocol, from OpenAI and Stripe, carries the checkout itself. The Universal Commerce Protocol, from 
Google and Shopify, in coalition with a group of large retailers, defines how an agent finds a merchant and 
completes a purchase, and is already running in Google’s search and assistant products. 

Identity, mandate, constraint, and payment authorization are becoming portable. That is genuine and quick. 

Read the schemas rather than the announcements, though, and the same absence appears in each. 

Across all twenty-two of the Agent Payments Protocol’s schemas, the agent is a bare public key: no software 
identity, no build reference, and no reference to any model. You can infer whether a human was present 
from signature provenance and the shape of the mandate chain, but no field names it, and the closed mandate 
carries the same type identifier either way.5 

In the Agentic Commerce Protocol, the request that completes a purchase requires exactly one field, the 
payment data. An order can be completed with nothing anywhere in the record representing that a human 
ever saw the cart.6 

Visa’s protocol defines one intent-shaped element: a tag distinguishing an agent authenticating to browse 
from one authenticating to pay. That is the agent declaring its own next action under its own key. It is not 
a record of anybody’s review.7 

The most instructive case is Mastercard’s because the entire gap lies within one company’s documents. The 
announcement states that Verifiable Intent confirms the consumer was present, approved the shopping cart, 
and authorized the transaction. The specification’s own security model permits a deployment in which a 

 
5 Agent Payments Protocol, version 0.2.0, specification and JSON schemas at github.com/google-agentic-commerce/AP2. The agent is 
carried as a public key in an RFC 7800 confirmation claim; no schema defines a software build, system identity, or model reference. The 
closed mandate carries the same type identifier, mandate.checkout.1, whether or not a human was present. 
6 Agentic Commerce Protocol, specification of 17 April 2026, published by OpenAI and Stripe. The complete-checkout request schema 
lists payment_data as its only required property. Its session status values include requires_escalation and pending_approval; neither is 
defined in prose anywhere in the repository, and both are lifecycle states rather than per-decision records naming an actor. 
7 Visa Trusted Agent Protocol, developer documentation at developer.visa.com, which describes the product as in the process of 
development and deployment. The protocol uses RFC 9421 HTTP Message Signatures; its tag parameter takes the values agent-browser-
auth and agent-payer-auth. 
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platform holds the user’s private key in a hardware module, and states that verifiers cannot and need not 
distinguish between deployment models. 

The signature establishes that a key was exercised. It does not establish that a person looked.8 

The most instructive counterexample is the Universal Commerce Protocol, because it does define consent. 
An extension adds a consent object to the buyer carrying four booleans: analytics, preferences, marketing, 
and the sale of data. 

A buyer’s position on marketing is a first-class field. Whether that buyer looked at the cart is not.9 

Authority to act and a record of review are different things. Only one of them is being built. 

None of the four payment-side protocols has completed a move to neutral stewardship, which matters for 
reasons section seven develops. Announced is not transferred.10 

One of the two fields I say is missing is, in fact, standardized in a place nobody in payments is looking, and 
the paper is weaker if it pretends otherwise. OpenTelemetry’s conventions for generative systems define 
the model requested and the model that answered, the provider, the sampling temperature, the seed, and the 
tools available to the agent. That is decision-time model state, specified and cross-organizational. 

Three things stop it from closing the gap. Nothing in it is stable: the conventions moved out of the core 
repository in June 2026 into one of their own, which has yet to publish a release. It is telemetry a system 
emits about itself, kept under its operator’s own policy, unsigned, and not checkable by a counterparty. It 
also carries no attribute of what an accountable human did with the output.11 

So the claim here is narrow, and the narrowness is the point. 

As of 28 August 2026, no published cross-organizational specification in agentic commerce defines a 
required, portable, per-decision element carrying both a human’s disposition toward a model’s output, 
meaning whether they accepted it, modified it, overrode it, escalated it, or never reviewed it, and the identity 
and configuration of the model that produced it. 

 
8 Mastercard, “Verifiable Intent,” 2026; and the Verifiable Intent specification, security model, which contemplates a server-custodial 
deployment holding the user key in a hardware security module and states that verifiers cannot and need not distinguish between 
deployment models. The specification was at draft 0.1 in July 2026. 
9 Universal Commerce Protocol, specification and schemas at github.com/Universal-Commerce-Protocol and ucp.dev, Apache 2.0. 
Announced 11 January 2026 by Google and Shopify with a retailer coalition, and in production in Google’s search and assistant surfaces. 
The extension dev.ucp.shopping.buyer_consent, version 2026-04-08 as published on 28 August 2026, adds to the buyer object a consent 
field carrying the booleans analytics, preferences, marketing and sale_of_data, and the specification notes that consent under it is 
declarative: the protocol communicates consent, it does not enforce it. A separate AP2 mandates extension is defined. Accessed 28 
August 2026. 
10 AP2’s contribution to the FIDO Alliance was announced 28 April 2026; as at 28 August 2026 the Alliance had published no AP2 
specification and the artifacts remained in the originating vendor’s repository. The Verifiable Intent repository had a single contributor, 
in an organization created 18 February 2026. The Agentic Commerce Protocol governance document reserves veto authority to its two 
founding maintainers over a technical steering committee those maintainers appoint, and describes neutral governance as a long-term 
goal subject to four preconditions, without a date. 
11 OpenTelemetry semantic conventions for generative artificial intelligence. The namespace defines gen_ai.request.model, 
gen_ai.response.model, gen_ai.provider.name, gen_ai.request.temperature, gen_ai.request.seed and gen_ai.tool.definitions. They moved 
out of the core repository at release 1.42.0 in June 2026, where every gen_ai attribute is now marked deprecated, into open-
telemetry/semantic-conventions-genai, which as at 28 August 2026 had published no release and marked nothing stable. The nearest 
thing to a disposition attribute is the evaluation group, recording an evaluator’s score, label and explanation, which is a grader’s view of 
output quality rather than an accountable person’s disposition. 



 5 

The distinction underneath that sentence deserves a name. 

Observability enables an institution to inspect what happened within its own systems. Portability allows a 
different institution to rely on what happened without receiving the trace, data, or model. 

Every artifact above is strong on the first and silent on the second. 

It is worth saying plainly what such a record would and would not be, because the natural assumption is 
wrong. It does not record why you decided, and it does not reproduce your reasoning. It records whether 
the next party can rely on your decision basis. Who was entitled to decide, under which rules, against what 
evidence, and whether it still stands. And where an AI model(s) was involved, which model, and what you 
did with its output. Accepted it, modified it, overrode it, escalated it, or never reviewed it.12 

5. One purchase 

The transaction that follows is invented. Every mechanism in it is not. 

A purchasing agent, acting for a small manufacturer under a mandate signed by its finance director, orders 
$40,000 worth of equipment. It compares suppliers, chooses one, accepts a financing offer at the checkout, 
and agrees to the merchant’s limitation of liability. Nobody watches it do any of this, which is the point. 

Six weeks later, the equipment is wrong, the manufacturer disputes the charge, and five organizations 
discover they need to know what happened. 

The merchant needs to establish that the agent was entitled to buy. The payment provider needs the mandate 
and the limits it carried. The lender needs to know whether anyone examined its credit decision or whether 
a model returned it and it was accepted as is. The manufacturer needs to know which version of the 
merchant’s terms its agent agreed to, and what produced the recommendation to agree. And a supervisor 
arriving a year later needs to reconstruct responsibility across four firms that share no systems and no logs. 

The protocols in section four answer the first two questions well. A signed mandate establishes that the 
agent was authorized and what it was permitted to spend, and it survives the dispute intact. 

They answer none of the others. None of them records whether the lender’s analyst opened the file. Nothing 
records the model. By the time the dispute is heard, the model that produced the credit decision may have 
been retired, in which case nothing remains to interrogate, even inside the firm that ran it. 

The permission travels with the payment. The basis, if any, was exercised, stays where it was made. 

 
12 The appendix sets the same thing out field by field. Adjacent work arrives near this record from three directions. Hsu, M., AI 
Actionability Over Interpretability, DC Fintech Week 2025, argues for systematic capture of decision pathways across all agents and 
tools involved in a task, which is observability rather than portability, and sharpens the problem here rather than solving it. Jeng, L., 
Chang, W., Hamilton, K., Lam, K. and Maercklein, E., Chains of Trust: Combatting Synthetic Data Risks of AI, 2 June 2024, describe a 
healthcare chain in which a doctor issues a credential stating a diagnosis “has been reviewed by a qualified human doctor”; the credential 
is issued upon agreeing, so modification, override or non-review leaves nothing behind, and model parameters are captured once per 
release rather than once per decision. Kang, R. and Diponegoro, Y., Governance Gaps in Agent Interoperability Protocols, arXiv 
2606.31498, 30 June 2026, and Otsuka, T., Toyoda, K. and Leung, A., AI Identity: Standards, Gaps, and Research Directions for AI 
Agents, arXiv 2604.23280, 25 April 2026, are diagnoses rather than specifications; neither proposes a record, and neither asks who 
would own one. 
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6. The machine will not hold still 

The comfortable assumption is that artificial intelligence will close this gap. Models are getting cheaper, so 
small banks are catching up. 

The opposite is true, for a reason that is easy to miss. 

As the machine share of a decision rises, the amount of evidence anyone needs before relying on that 
decision rises with it. When a person decides, who decided was one name. When a model decides, who 
decided becomes a compound: which model, which version, which configuration, what tools it could reach, 
what the human did with the output, and whether the human was in any position to disagree. 

Artificial intelligence increases both the number of decisions and the evidence cost of each one. That's 
multiplication, not addition, and it lands hardest on the party with no evidence layer at all. 

Two fields carry that weight. 

The first is what the human actually did. Not whether a human was present, but what they did with the 
machine’s output. 

European data protection guidance says a controller “cannot avoid the Article 22 provisions by fabricating 
human involvement.” That oversight must be exercised by someone “who has the authority and competence 
to change the decision.”13 United Kingdom law sets out the same test in statute.14 

A regulator has measured the distance between belief and practice. Reviewing more than thirty employers 
using automated recruitment tools, the Information Commissioner’s Office found that most believed they 
were using them for decision support. The evidence indicated they were making solely automated 
decisions.15 

The same report contains the finding that settles where this field belongs. Human involvement varied from 
candidate to candidate within a single hiring process. High scorers were considered. Low scorers were 
rubber-stamped. Within a single application process, some candidates received meaningful human 
involvement, while others did not.16 

A system-level statement cannot establish what happened in any particular decision. The record has to be 
made per decision, or it records nothing. 

The second field is what the model was at that instant. Version, configuration, and the conditions under 
which it ran. This is not bookkeeping. 

 
13 Article 29 Data Protection Working Party, Guidelines on Automated Individual Decision-Making and Profiling, WP251rev.01, 
endorsed by the European Data Protection Board. 
14 Article 22A of the United Kingdom General Data Protection Regulation, as introduced by the Data (Use and Access) Act 2025, with 
Information Commissioner’s Office guidance on meaningful human involvement. 
15 Information Commissioner’s Office, audit outcomes report on artificial intelligence tools in recruitment, drawing on evidence from 
more than thirty employers. A separate survey of 1,000 United Kingdom human resources professionals cited in the same work found 37 
percent automating rejections entirely. 
16 Ibid. 
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A controlled comparison of two releases of the same commercial model, three months apart, found accuracy 
on one task falling from 84.0 percent to 51.1 percent, and the share of directly executable code generations 
falling from 52 percent to 10 percent.17 

Identical prompts do not even produce identical outputs. One thousand completions of a single prompt at 
temperature zero produced 80 distinct results, diverging first at token 103 because the server-side batch size 
varies and the underlying kernels are not batch-invariant.18 

And models are withdrawn. Retirement notice runs from sixty days to six months, after which requests to 
the retired model fail. One provider notes in its own documentation that retirement costs researchers the 
ability to run comparative studies.19 

A decision record without model state ceases to be a record the moment the model is replaced. The machine 
cannot reliably agree with itself. The regulation asks only whether a human agreed with the machine. 

The nearest thing to a counterexample deserves to be named before an opponent finds it. European banking 
guidelines on internal ratings require institutions to document the scale and rationale for every override of 
a model’s output, including the date and the identity of the person who performed and approved the 
override.20 

That is a genuine per-decision record of a human’s disposition toward a machine, and it is mandatory. It is 
also bounded three ways. It fires only on override, so the commoner and more dangerous cases, acceptance 
and non-review, go unrecorded. It covers one model class inside credit risk. And it stays in the firm’s own 
systems for the firm’s own supervisor, never traveling to a counterparty. 

Elsewhere the pattern holds. The Artificial Intelligence Act specifies log content for exactly one system 
class, remote biometric identification. It captures the identity of the people who verified a result rather than 
what they did with it.21 Its human oversight article requires that overseers be able to disregard, override or 
reverse an output, and imposes no duty to record whether any of that happened.22 

One line in the Act shows what the absence costs. For text published to inform the public on matters of 
public interest, the duty to disclose that it is artificial falls away where the content has undergone human 
review or editorial control and a person holds editorial responsibility for it.23 

 
17 Chen, L., Zaharia, M. and Zou, J., “How Is ChatGPT’s Behavior Changing over Time?”, arXiv:2307.09009, published in Harvard 
Data Science Review, 2024. The accuracy figures are for a prime number identification task, and the methodology was contested when 
the work appeared; what is relied on here is the direction and magnitude of drift between two dated releases rather than the absolute 
scores. 
18 Thinking Machines Lab, “Defeating Nondeterminism in LLM Inference.” One thousand completions of an identical prompt at 
temperature zero produced eighty unique completions, with first divergence at token 103. 
19 OpenAI deprecation policy (at least six months’ notice for generally available models, three months for specialized variants) and 
Anthropic model lifecycle documentation (at least sixty days’ notice; requests to retired models will fail). Anthropic lists among the 
downsides of deprecation that researchers lose access to models for ongoing and comparative studies. 
20 European Banking Authority, Guidelines on PD estimation, LGD estimation and the treatment of defaulted exposures, 
EBA/GL/2017/16, paragraph 204. 
21 Regulation (EU) 2024/1689, Article 12. Article 12(3) specifies minimum log content only for systems in Annex III point 1(a), remote 
biometric identification. 
22 Regulation (EU) 2024/1689, Article 14(4)(b) and 14(4)(d). Compare, in the United States, SR 11-7, superseded on 17 April 2026 by 
SR 26-2, which states that generative and agentic artificial intelligence models are not within its scope and that it does not set forth 
enforceable standards. 
23 Regulation (EU) 2024/1689, Article 50(4), second subparagraph, which applies to AI-generated or manipulated text published for the 
purpose of informing the public on matters of public interest. The disclosure obligation does not apply where the content has undergone 
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For that text, whether a person reviewed it helps decide whether the law applies at all. The provision requires 
no record that anyone did. 

That is why these two fields, and not the others, are where the arbitrage is sharpest. Identity, authorization, 
signatures, timestamps, and credentials all have mature standards, and section four shows five more on the 
way. Human disposition and decision-time model state do not. 

Whoever defines how the machine share is measured defines who passes, and they will be defining it on 
empty ground. 

7. What it costs to be uncheckable 

Everything so far has been about a gap in a schema. This section is about what a gap like that does to people 
who fall on the wrong side of it, in a market where it has already been measured for fifteen years. 

The banks that follow are invented. Every mechanism and figure attached to them is documented. This 
illustrates the mechanism; it does not prove that the absence of portable decision evidence caused what 
follows. 

Bank North is a global bank in a Global North financial center. Bank South is among the three largest banks 
in a Global South economy in the $100 billion to $1 trillion range. That bank lost 18.1 percent of its foreign 
counterparties between 2012 and 2017, against 9.6 percent for economies above a trillion.24 

Bank South has tens of millions of customers, capital well above the requirement, a mature financial crime 
unit, and no enforcement history. Bank North has paid money-laundering penalties in the last decade. On 
the evidence available to either supervisor, Bank South is the better decider. 

One thing separates them. Every time Bank North makes a material decision, it emits a signed, structured 
record: who decided, what authority they held, whether it was live at that instant, which version of the rule 
applied, what was concluded, how much of the work a machine did, and a fingerprint of the evidence. Bank 
South makes the same decisions to the same standard and records them in a core banking system, a case 
management tool and a document store. Nothing in them can travel. 

Reliance then runs one way. Bank South must accept Bank North’s decisions, because Bank North is its 
route to dollars. Bank North cannot accept Bank South’s, because it cannot check them. 

The penalty is not price, and that detail is what separates this from Akerlof. His uncheckable borrower paid 
fifty percent against a prime of six.25 Bank South is not offered a worse rate. It is offered nothing. Of the 
roughly 46,000 country pairs the world could form, about 14 percent are connected directly.26 

And replacement comes dearer. The World Bank’s case studies of eight affected countries record that all 
of them eventually kept, restored or built relationships, none ending at zero, but that the new relationships 

 
a process of human review or editorial control and where a natural or legal person holds editorial responsibility for its publication. 
Neither condition carries a record-keeping requirement. 
24 Financial Stability Board, Correspondent Banking Data Report: Update, 16 November 2018. 
25 Akerlof, G. A., “The Market for ‘Lemons’: Quality Uncertainty and the Market Mechanism,” Quarterly Journal of Economics 84(3), 
1970, appendix on Indian credit markets. 
26 Rice, T., von Peter, G. and Boar, C., “On the Global Retreat of Correspondent Banks,” BIS Quarterly Review, March 2020. Of roughly 
46,000 country pairs formed by 214 jurisdictions, about 14 percent are connected directly and 74 percent can route only through a third 
country. 
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arrived on significantly more unfavorable terms. One bank approached 42 potential correspondents across 
three continents to secure a single acceptance after six months.27 

Bank North replaces a correspondent with a phone call. Bank South replaces one with a project. 

None of this is about competence. The same study found terminations were decided on a high-income view 
of risk, without a fuller understanding of the market or the entity, thereby making jurisdictional risk 
decisive.28 

Between 2011 and 2018, the number of active correspondent banks worldwide fell by 20 percent, while the 
value of cross-border payments rose, reaching about 25 percent by 2020.29 Between 2011 and 2022, the fall 
was 62.6 percent in Melanesia, compared with 19.4 percent in North America. 30  In Liberia, every 
commercial bank lost at least one correspondent, and the notice before cutoff shrank from six months to 
overnight.31 Fees for the survivors doubled or tripled in the Eastern Caribbean.32 

Fifteen years of monitoring, a formal admission of harm by the standard setter, and an amendment to the 
standards did not restore the relationships. 

This is what the mechanism looks like in one control function, judged by humans, at human speed. The 
next section is about what happens when someone owns the format. 

8. Who would own it, and why it might not close 

Information gaps usually close. That is the strongest objection to everything above, and it deserves the best 
version of itself. 

Before mobile coverage reached the Kerala coast, a fisherman had to choose his landing port before he 
knew what any of them would pay. Some markets were glutted by mid-morning and the catch was dumped 
on the beach. Others sold out early and turned buyers away. He could not know which was which until he 
arrived, and by then it was too late to go anywhere else. 

When the towers went up, he could call ahead from the boat and land where the fish was wanted. Price 
dispersion between markets collapsed within weeks of each switch-on. Fishermen earned more, buyers paid 
less, and the waste largely stopped.33 

 
27 World Bank Group, The Decline in Access to Correspondent Banking Services in Emerging Markets: Lessons Learned from Eight 
Country Case Studies, 2018. 
28 Ibid. 
29 Rice, von Peter and Boar, above. 
30 Bank for International Settlements and Committee on Payments and Market Infrastructures. 
31 International Monetary Fund, Recent Trends in Correspondent Banking Relationships: Further Considerations, policy paper, 16 
March 2017, box 2. 
32 Alleyne, T. and colleagues, Loss of Correspondent Banking Relationships in the Caribbean: Trends, Impact, and Policy Options, IMF 
Working Paper WP/17/209, 2017. Country-level increases ran from 5 to 1,200 percent in Guyana and 20 to 45 percent in Trinidad and 
Tobago. 
33 Jensen, R., “The Digital Provide: Information (Technology), Market Performance, and Welfare in the South Indian Fisheries Sector,” 
Quarterly Journal of Economics 122(3), 2007. Dispersion fell within a few weeks of each dated tower activation; waste was largely 
eliminated, fishermen’s profits rose and consumer prices fell. 
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That is what an information gap closing looks like, and it is the normal case. What matters is what happened 
next. Nobody kept earning from those gaps, because nobody owned the thing that closed them. The phone 
network had no stake in the spread. 

Three conditions would let a spread persist instead. The architecture now being built can produce all three. 

The party positioned to earn from it would control the instrument that would close it. Publishing the 
schema on open terms and granting recognition against published criteria would end the spread, and it 
would be within the gift of the party paying the spread. 

Open terms and published criteria are not adjectives. A workable test has five parts: a royalty-free core 
specification; change control independent of any single implementer; conformance criteria published and 
testable by anyone; access on nondiscriminatory terms; and no unilateral veto held by a market participant. 
On its own governance document, the Agentic Commerce Protocol already fails the last of these.34 

An excluded party could not supply the missing thing itself. This is what distinguishes the condition 
from classical signaling, in which the informed party buys a signal and sends it. A technology can be 
acquired unilaterally. A recognition cannot, because somebody else has to grant it. Akerlof’s honest seller 
could commission an inspection and hand over the report. A bank that cannot be checked cannot award 
itself the standing to be relied upon. 

And closing it would destroy the position. That is what moves this from arbitrage toward rent. 

If the spread is real, somebody collects it, and the most probative evidence is not mine. The Financial 
Conduct Authority’s study of wholesale data markets found key providers sustaining operating margins of 
at least 30 percent, and in some cases more than 60 percent, between 2017 and 2022, with established 
benchmark administrators earning around 56 percent on average, compared with about 11 percent for 
challengers.35 

One market, one service, two positions within it. What separates them is incumbency in a format the other 
side has to use. 

The published accounts of firms that own verification layers point the same way, across industries too 
different to prove anything: a ratings division at a 63.8 percent operating margin in 202536, against the 
world’s largest testing and inspection firm at 16.0 percent.37 

Performing verification is a labor business. Owning the format others must rely on looks like a rent. 

 
34 AP2’s contribution to the FIDO Alliance was announced 28 April 2026; as at 28 August 2026 the Alliance had published no AP2 
specification and the artifacts remained in the originating vendor’s repository. The Verifiable Intent repository had a single contributor, 
in an organization created 18 February 2026. The Agentic Commerce Protocol governance document reserves veto authority to its two 
founding maintainers over a technical steering committee those maintainers appoint, and describes neutral governance as a long-term 
goal subject to four preconditions, without a date. 
35 Financial Conduct Authority, MS23/1.5 Wholesale Data Market Study Report, 2024. 
36 S&P Global Inc., annual results for the year ended 31 December 2025: Ratings segment operating profit of 3,013 million dollars on 
revenue of 4,724 million dollars, a ratio calculated from the reported segment lines. In the same band, for the same year unless stated: 
Moody’s Corporation Ratings segment adjusted operating margin of 63.6 percent; Visa Inc. at 60.0 percent for the fiscal year ended 30 
September 2025; Mastercard Incorporated at 57.6 percent; and the Exchange segment of Intercontinental Exchange, Inc. at 74 percent. 
37 SGS SA, Bureau Veritas SA, Intertek Group plc and DEKRA e.V., annual results for the year ended 31 December 2025. Intertek states 
a medium-term margin ambition of approximately 18.5 percent or above. 
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The price of controlling an interface has also been tested in court. The European Commission fined 
Microsoft 899 million euros for charging unreasonable prices for access to interface documentation. 
Microsoft had asked 2.98 percent of a licensee’s product revenues, cut it to 0.5 percent inside the European 
Economic Area, and finally offered the same information for a flat fee of ten thousand euros.38 

The gap between 2.98 percent of revenue and ten thousand euros is the pricing leverage that attaches to an 
interface, priced twice by the same company under different pressures. 

Competition law has a name for the position. The essential facilities tests were written for railways, ports 
and interface documentation, and a senior Commission official’s formulation is the one that matters here: 
potential essential facilities include interface information, and a natural monopoly is not required.39 A 
decision evidence schema is interface information. The regime that decides whose records count is the 
facility built on top of it. 

One case runs the other way, and it is the one to sit with. The Depository Trust and Clearing Corporation 
occupies a settlement chokepoint comparable to that of an exchange. Its users own it. In 2025, it earned an 
operating margin of 21.8 percent and refunded more than $ 1.59 billion to its participants.40 

Same position. Roughly a third of the margin. The surplus returned to the people who generate it, because 
the people who generate it are the shareholders. 

The spread is not a law of nature. It is a consequence of who holds the asset. 

The strongest remaining objection is that shared verification utilities have been tried and failed, and the 
record supports it. Clarient, founded in 2014 by a post-trade utility and six major banks, was sold within 
three years. Refinitiv withdrew its know-your-customer service in 2019 due to insufficient demand, and 
another major vendor exited a comparable product that same year.41 

But the diagnosis of why matters. Those ventures asked institutions to pool their data and to accept 
somebody else’s work. The World Bank’s analysis makes the decisive point: such a utility does not assume 
the bank’s liability, so the bank remains responsible and carries the risk anyway.42 

A portable decision record need not do either. It need not transfer the underlying evidence, nor relieve either 
party of its legal responsibilities. It can carry signed claims, commitments to evidence and limited 
verification material, while leaving the relying party responsible for deciding what reliance is justified. 

 
38 European Commission, “Antitrust: Commission imposes 899 million euro penalty on Microsoft for non-compliance with March 2004 
Decision,” IP/08/318, 2008. 
39 Temple Lang, J. (Directorate-General IV, European Commission), quoted in OECD Competition Committee, The Essential Facilities Concept, 
Roundtables on Competition Policy No. 5, OCDE/GD(96)113, 1996. See also Court of Justice of the European Union, Oscar Bronner GmbH 
& Co. KG v Mediaprint, Case C-7/97, 1998, whose three conditions are cumulative. 
40 The Depository Trust & Clearing Corporation, annual results for the year ended 31 December 2025. 
41 Clarient was founded in 2014 by the Depository Trust & Clearing Corporation with six major banks and sold to Thomson Reuters in 
February 2017. Refinitiv withdrew its know-your-customer service in 2019 for insufficient demand; in the same year Bloomberg exited its 
Entity Exchange product. 
42 World Bank Group, analysis of know-your-customer utilities, stating that a utility does not assume the financial intermediary’s risks or any 
associated anti-money-laundering liability, and that the bank remains responsible. The International Finance Corporation identifies data 
ownership and political resistance, rather than technology, as the binding constraints. The one shared utility that did not fail, the messaging 
cooperative’s registry, is used by more than 7,700 institutions; it still moves documents rather than decisions. 
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It is worth being exact about what such a record can and cannot establish, because the natural phrasing 
overpromises badly. It bears on integrity, authenticity and authority. It supports evaluation of process and 
sufficiency. It cannot reach substantive correctness at all.43 

Meanwhile the rules that would demand the artifact are being delayed for want of the standards to run them. 
The European Union has pushed the Artificial Intelligence Act’s high-risk duties for stand-alone systems 
from August 2026 to December 2027, and to August 2028 for systems embedded in regulated products, 
because the standards and common specifications were not ready and the national authorities that would 
enforce them were not in place.44 

A regime whose documentary obligations carry fines of up to three percent of worldwide turnover, deferred 
for 16 months after lawmakers concluded that the standards to operate it would not be ready in time, is the 
clearest statement of the available gap. 

9. What would prove me wrong 

A framework that cannot be wrong is not worth publishing. 

This one weakens if the substitutes turn out to be cheap. The claim predicts material and measurable 
spending on repeating work other regulated firms have already done, on capital held against counterparty 
judgment that cannot be verified, and on disputes about whether decisions were properly made. If those 
numbers are small, portable evidence solves nothing. 

It weakens if channel-based trust composes better than I argue, through a small number of hub 
intermediaries or convergence on a few dominant platforms, in which case the coordination problem solves 
itself commercially. This is the most serious objection, and it is not resolved here. 

It weakens if one of the specifications in section four adds a required per-decision disposition field, or if a 
format emerges and stays open without anyone earning a rent on it. 

It strengthens with further independent reinventions of the same primitive, with the first documented refusal 
of a counterparty on evidence grounds rather than conduct grounds, and above all with a demonstration that 
a portable decision record can be produced by one party and consumed by another, across a real boundary, 
in a way both can check. 

Four limits belong in the open. The interviews behind this program shaped the questions asked here, but 
nothing in this paper rests on them: every claim above is sourced to a published document.45  

The margin comparisons in section eight are consistent with the hypothesis rather than demonstrating it, 
and the businesses compared differ in capital intensity, regulation, network effects, cyclicality, and 
accounting basis. The essential facilities discussion is an analogy rather than a finding: it does not establish 

 
43 On what a signed record can and cannot establish: it bears on integrity, authenticity and authority; it supports evaluation of process and 
sufficiency; it cannot reach substantive correctness. 
44 Regulation amending Regulation (EU) 2024/1689 as to the dates of application of requirements for high-risk AI systems, 2026, 
moving stand-alone high-risk obligations to 2 December 2027 and product-embedded systems to 2 August 2028, on the stated ground 
that harmonized standards and common specifications were not ready and national authorities were not in place. 
45 The author’s related research program comprises interviews with senior practitioners across insurance, banking, anti-money-
laundering, trade finance, logistics and customs. Those interviews informed which questions this paper asks. No claim in this paper rests 
on them. 
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that any future decision evidence regime would meet the Bronner conditions, which require indispensability, 
the elimination of effective competition, and the absence of objective justification. And the claim that 
control of a recognition regime yields a persistent rent is a hypothesis, because the thing it would attach to 
does not yet exist and no such rent can therefore be observed. 

A prediction is cheap without a date, so here is one with a date attached. 

By 2 December 2027, when the Act’s high-risk obligations take effect for stand-alone systems, I expect at 
least one of the specifications in section four to have added a field describing what a human did with a 
model’s output. I expect it to come from the party that owns the specification, rather than from a neutral 
body, and to be optional rather than required.46 

If a neutral organization publishes an open and royalty-free version first, or if the field arrives as a 
requirement rather than an extension, the mechanism set out in section eight is wrong. 

That is a better outcome than being right, and it is the one I would rather have. 

10. Who gets believed 

One implication runs past the evidence I have gathered. I offer it as speculation and mark it as such because 
it is the part I cannot support and cannot stop thinking about. 

Nothing in the mechanism is limited to institutions. 

If being relied upon depends on producing checkable evidence of the decision basis, the same logic reaches 
people. A doctor whose judgment is backed by a checkable record is defensible. A doctor whose judgment 
is just as sound but unrecorded gets second-guessed. A worker whose job history is attested can be hired 
remotely. A worker whose history is equally real, but lives in the memory of former colleagues, cannot. 

Credit, insurance, licensure, a visa, a lease. Each one is somebody deciding whether to take somebody else’s 
word, and each one is being automated. 

That points to a sorting that follows none of wealth, schooling, or ability. It follows instrumentation. It 
would fall hardest on people whose lives happen outside instrumented systems, in cash, in informal work, 
in spoken agreement, which is to say on most of the world’s workers. 

And it would turn merit inside out. Merit would cease to be a property of the judgment and become a 
property of the equipment standing around the person who made it. 

The engineer got a stamp. It cost him an examination and a license fee, and it bought him the right to be 
believed by people who had never met him. 

We are about to decide who else gets one and on what terms, and we will make that decision by default in 
a technical specification while everyone is looking at the models. 

The decision is closer than it looks, and it is not abstract. The high-risk provisions of the Artificial 
Intelligence Act take effect on 2 December 2027. Between now and then, the two fields this paper is about 

 
46 A field is “required” where a conformant implementation must populate it for the record to validate, and “optional” where it may be 
omitted without failing validation. 



 14 

will either be written into an open specification or added quietly to somebody’s schema as an extension no 
one is obliged to read. Only one of those outcomes can be undone. 

So the ask is narrow, and it is addressed to the people who will be in the room before that happens. To the 
standards bodies: specify a human’s disposition toward a model's output, and the model's state at the 
moment it ran, as required elements rather than optional ones, and do it before a vendor does it for you. To 
supervisors: say now what you would accept as evidence that a person exercised judgment, because a rule 
written after the format has hardened is a rule about somebody else’s schema. To competition authorities: 
decide now what an abuse of a recognition regime would look like, rather than discovering the answer in 
litigation after the position is entrenched. And to anyone running a claims, credit or onboarding function: 
ask the question in section two this week. If the number comes back large, you are already paying for this, 
and you are paying in the dark. 

Engineers didn't invent the engineer's stamp. It was written down by people who decided, in advance, that 
one stranger’s judgment ought to be checkable by another, and who then specified what the check consisted 
of. That is the whole of what is missing here. The window for writing it down closes the moment somebody 
else writes it first, and what gets settled in that specification will not be a data format. It will be the terms 
on which people are believed. 
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Appendix. What the record carries 

This is the field-level statement of the passage at the end of section four. It is not a schema, and the 
naming is not the point. The point is that a relying party outside the issuing organization can check each 
line without being given the underlying file. 

Element What it carries 
Decision Class, subject, and the outcome itself or a commitment to it 
Decider Identity of the accountable party, and the authority under which 

they acted 
Authority state Whether that authority was live at the moment of decision, and 

its scope 
Rules in force Which version of which rule set was applied, at that date 
Evidence A commitment to what was examined, without the material itself 
Model Where one was involved: identity, version, configuration, and 

the conditions under which it ran 

Human disposition Accepted, modified, overrode, escalated, or never reviewed 
Standing Whether anything has since superseded, amended or revoked it 
Seal A digital signature over the whole, verifiable by any party 

against a published key 

The record states what was decided and on what footing. It says nothing about how any party should 
weigh what it finds there, which is deliberate. A record carries only what must be common. How a relying 
party judges it is the part that should not be. 
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